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1 Introduction 

1.1 Overview 

This is a Supplementary Report to the Scoping Study for the VSM Portal submitted in March 
2006, prepared in response to the Review Panel Request For Information. Reference is made 
here to that and to the following documents: 

1. The Invitation to Tender, June 2005 

2. The EDINA tender document, submitted August 2005 

3. Request from JISC for Clarification, September 2005 

4. Clarification Statements, submitted by EDINA August-September 2005 

5. Scoping Report, submitted March 2006 

6. Internal Project Investigation Report, made available to JISC March 2006 

7. Review Panel Request for Further Information, March 2006  

Our intention here is to provide the Review Panel with our 'roadmap' for the Demonstrator 
Phase (Phase 2), and to provide the additional information sought.  

1.2 Contents of this document 

We first address the requirements of the user interface for the portal (section 2), putting 
forward what we intend to do and providing background to this choice drawing upon both 
past work, which is 'in service'  and also describing the proposed method of working. We next 
put forward a schematic representation of the architecture for the demonstrator portal (section 
3). In this we place the portal within the larger information environment. 

Note that in section 3 and elsewhere we refer to 'repository functionality' but do so advisedly: 
a successful portal must have access to repository capability, especially of community 
generated work (shared or otherwise), and this has different considerations in the technical 
and business domains - a point picked up in sections below. 

As described in the Scoping Study Report, we propose to make use of Open Source 
components, and in section 4 we provide a summary options appraisal for the options 
considered and provide summary detail of the components we intend to use.  The 
development timetable is included, based on previous submission, in section 5. 

Further to the technical information sought by the Review Panel, we note that the Panel seeks 
further information on what we have interpreted as two broad areas: metadata issues; and 
issues related to content (collections policy) and use communities (audience and motivation). 
We address these in sections 6 and 7 respectively. 



� �� �

� � �
� � � 	

�

� � 

� � �




�

� � �
	




� � � �
�

�

��
� �

�
�

�
� �


 � �

�
� 	




�

2 

2 Functional requirements for the portal user interface 

For the purposes of this section, “functional requirements” are considered to represent the 
various operations that the end user needs to perform and are therefore required within the 
portal user interface.  We do not discuss here the requirements of the underlying (“back end”)  
software that are required to support the features of the user interface; we do this later 
(Sections 3 and 4). 

In this section we outline the main features we propose for the user interface of the portal.  
Subsequently we describe how these are derived from the review in Phase One, which was 
built on by drawing upon proven experience of EDINA staff in areas directly relevant to 
creating a VSM portal.   Finally in this section we describe some of the methodology for 
involving users in prototyping and testing the design. 

2.1 Design of user interface for the VSM Portal 

For the purposes of description, the portal user interface can be viewed as consisting of three 
main functional areas:  features enabling end users to search for and retrieve content; features 
enabling individual users to adapt the portal “environment” to suit their needs; and features 
intended to encourage the formation of a user community. 

Search and retrieval 

�  Simple and uncluttered search screen, featuring a single text entry box and simplified 
boolean operators (choice of “all of these words” or “any of these words”, possibly 
adding “as a phrase” subject to constraints of target database interfaces). 

�  Advanced search option.  The features offered here will be highly dependent on the 
metadata and target database interfaces; if it proves possible to harvest most 
collections rather than relying on a distributed search, the advanced search will offer 
more features.  Ideally we would wish to offer full use of boolean operators (and, or, 
not) with bracketing, and searching or search limits based around indexes of 
descriptive (title, creator, date, etc.), technical (media type, file format, image 
resolution) and rights orientated (access, redistribution, modification) metadata. 

�  Choice of collections to be searched.  This will permit users to select collections 
either individually or in groups.  The groups offered will depend on the nature of the 
collections searched by the portal, but subject-oriented groupings seem probable. 

�  Real time progress indication for distributed searches, to ensure that users are not 
prevented from accessing available results because of a slow response from other 
servers. 

�  Summary of results based around collections.  This is an important feature of 
GetRef1, enabling users to discover the existence of important collections rather than 
presenting results out of context.  We believe this is also applicable to the VSM 
portal, and that it may prove important in encouraging participation by content 
providers anxious to ensure proper acknowledgement.  

�  Search history allowing users to review, re-run and modify previous searches. 

                                                      
1 See http://edina.ac.uk/getref/ - GetRef is a cross-searching mechanism for Abstract and Indexing 
databases and other bibliographic services. 
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�  Record selection enabling the user to compile a “shopping basket” of interesting 
results by clicking a checkbox next to each record. 

�  Record download facility, enabling the user to extract the metadata for selected 
record.  Downloading direct to disk or by email will be supported, and possibly a 
printer-friendly output if user testing indicates this is considered useful. 

User environment 

These features are associated with specific individual users, and involve choices made in one 
session that will affect later sessions.    This will require an Athens persistent user identifier or 
equivalent Shibboleth attribute, and would exclude users who access the site using group or 
site based mechanisms such as IP address checking or Athens access accounts. 

�  Saving records will be permitted (often called a “bookmark” or “light box” feature).  
It must be noted that items will be stored by reference; actual copies of content will 
not be stored.  This means that changes in collections or access rights may make a 
previously saved item unavailable at a later visit. 

�  Annotations will be supported for saved records.   Note that these could remain 
available even if the content itself becomes unavailable to the user. 

�  Alerts of new content will be offered to users.  The extent to which alerting is 
possible will be dependent on content providers and the methods by which metadata 
are exposed. 

�  Customisation of user interface features will be added where user testing indicates 
significant numbers of users have varied preferences. 

User community 

�  Repository contributors interface for the upload of content and entry of metadata. 

�  Repository administrative interface enabling authorised support staff to check, edit 
and approve or deny the addition of contributions to the repository. Facility to remove 
material. 

�  Support material, including links to web sites and forums relevant to user 
groups/communities of practice, and details of software relevant to manipulating 
VSM content. 

�  Review and discussion forum.   This will be provided in the form of a bulletin board, 
integrated with the search interface.  This requires investigation and development, but 
we envisage linking search results to forum “threads” to give users direct access to 
reviews and discussion of items discovered in their searches. Content of reviews and 
discussions will be searchable within the bulletin board environment; if possible it 
will also be made searchable via the main collection search interface. 

2.2 Functional requirements mentioned in the report 

The Internal Project Investigation Report listed functional requirements from three sources: 

1. From the review of literature 

2. From the expert focus group 

3. The JISC Baseline functional specification for portals2 

                                                      
2 See http://www.ukoln.ac.uk/distributed-systems/jisc-ie/arch/portal/spec/ 
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In the context of designing a portal interface, these sources yield few concrete requirements.  
Those that could be determined include: 

Searching 

�  The search form should simple, as much like Google as possible 

�  An optional advanced search should be available 

�  The user should be able to filter results according to access rights 

�  A “fuzzy” search should be available, possibly invoked automatically when the 
search terms as originally entered yield no matches 

�  The user should be shown the results of searching each individual collection, 
including problems connecting to servers for distributed searching. 

Individual user “environment” 

�  Each session should include a search history 

�  The metadata for selected records should be available by email or to download 

�  The user should be able to save selected records (“bookmark” or “light box” feature), 
and annotate these records 

�  The user should be able to set preferences such as favourite collections and search 
filters 

�  Preferences, saved records and annotations should be stored between sessions 

�  Alerts concerning events such as availability of new content should be sent to users 

User community 

�  Users should be able to contribute, read and discuss reviews of content.  This raises 
issues of annotation and provenance. 

�  Links to relevant web sites and forums external to the portal should be provided, 
probably orientated around various user groups or communities of practice 

�  The portal should provide information and links to various tools that users would find 
useful, but which properly reside outside the portal; for example applications that are 
platform specific and would be installed on users’ desktop machines. 

2.3 Interface design experience at EDINA 

EDINA staff have considerable and proven experience of designing user interfaces.   Search 
and retrieval functionality, searches across separate collections and multimedia are particular 
specialities.  The GetRef, Education Image Gallery (EIG) and Education Media Online 
(EMOL) services serve as good examples of user interface design and functionality that 
would be directly relevant to the VSM portal.  There is also experience in providing searches 
across heterogeneous collections (JIDI collections3). 

GetRef 

The GetRef interface has been derived through focus group recommendations, and several 
rounds of usability testing with groups of real users. 

                                                      
3 See http://www.ilrt.bris.ac.uk/jidi/ 
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The GetRef interface displays only bibliographic metadata.  However, it would be 
straightforward to adapt the design to display metadata of video, sound or image objects. 

The interface is built within an Apache::ASP4 environment.  This is proven open source 
software that provides a Perl-based server-side scripting environment for development of 
session-based web user interfaces. 

The design has been made with the non-technical user in mind and the underlying HTML 
with accessibility as priority. 

 
Upper window: The standard search page is deliberately kept simple. General user expectation for an 
online search interface is for simplicity and ease of use. 

Lower window: It is essential to keep the user informed of progress whilst a federated search is being 
performed. 

Delays through searching many external collections will lead to user dissatisfaction if progress is not 
reported. The option to interrupt a search in order to view already retrieved records is highly desirable. 

Here the GetRef interface informs the user as results are returned from each component of a federated 
search. 

The display of search results is compact, but allows easy and intuitive navigation by 
providing a visualisation of a structure that could be confusing if described in a more 
conventional textual manner.   This is less radical than some of the visualisation techniques 

                                                      
4 See http://www.apache-asp.org/ 
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described in the JISC Visualisation Foundation Study5; this approach works with a standard 
GUI browser, and the navigation and display of metadata accessible to non-graphical 
browsers such as console text browsers and screen readers. 

 
Upper window: Once a search has completed (or been interrupted by the user) a summary of the results is 
displayed grouped by collection. 

The search results display, search history display and saved records (My selections) display are presented to 
the user as ‘folders’ within the same tree structure. 

                                                      
5 See http://www.jisc.ac.uk/index.cfm?name=project_visualization 
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Additional metadata from the returned records (usually subject headings) are used to aid the user’s initial 
choices of appropriate collection. Users will not necessarily be familiar with the collections searched. 

Middle and lower window: Navigating the results of a federated search is achieved through the use of a 
collapsible tree structure similar to that employed by many file managers.  This presents the user with a 
familiar mechanism that allows a compact display whilst allowing quick and intuitive access to all areas of the 
search/retrieve interface. 

 

Records of interest can be selected from results sets, and then emailed, downloaded or printed. 

Objects of interest can be selected and stored for later perusal or for saving the metadata. 
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Education Image Gallery (EIG) 

The Education Image Gallery 6 is designed to display metadata of images from a number of 
collections.  This metadata includes sample data in the form of thumbnail images, which can 
be used to preview the object whilst in “brief record” display. 

 

Record displayed in brief and detailed formats in the EIG user interfaces. 

The concept of a light box can also be seen in EIG, under the alternative name of Album.  
Multiple albums can be managed by one user.  These albums are persistent across sessions. 

                                                      
6 See http://edina.ac.uk/eig/ 
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Education Media OnLine (EMOL) 

The Education Media OnLine 7 service provides users with a web interface to search for film 
and video clips within seventeen collections.  Here there is an advanced search page available 
to make extra options and filters for searching available to the user. 

 

Search screen and record displays in the EMOL user interface.  The content offered in this service is 
film and video clips, but it is illustrated within the user interface by sample data, in this case still 
images. 

Presenting different types of media 

All three of the interfaces described search collections of a single content type.  The VSM 
Portal will have the task of enabling the user to perform federated searches across (to a certain 
extent) collections containing still images, moving pictures and sound. 

                                                      
7 See http://www.emol.ac.uk/ 
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To avoid difficulties arising from mixed media, filtering will be provided to allow the user to 
focus on a particular media type if desired.  When a search is performed across multiple types, 
use of clear icons such as: 

can give visual clues to the user concerning media types.  These can be provided at both the 
collection and record level.  Similarly, rights issues can be indicated using a system similar to 
Creative Commons (even if this particular system is not used) whereby rights of use are 
indicated by icons, such as: 

 
 

 

2.4 Involving users in prototyping and testing 

Paper prototyping 

“Paper prototyping is a variation of usability testing where representative users 
perform realistic tasks by interacting with a paper version of the interface that is 
manipulated by a person ‘playing computer,’ who doesn’t explain how the interface 
is intended to work.”8 

Paper prototyping has been used as a design aid since the early 1990s and companies such as 
IBM, Digital, Honeywell and Microsoft have integrated the method into their development 
processes. EDINA has used paper prototyping when designing new interfaces for Education 
Media OnLine and Education Image Gallery. The results of the paper prototyping were used to 
inform the designs before any programming of the interfaces had begun, thus avoiding 
mistakes further into the design process which would be potentially more difficult to rectify. 
Users enjoyed the paper prototyping method and were comfortable with the technique once the 
fundamentals were explained to them.  

EDINA is confident that by using paper prototyping and other such participatory design 
techniques that there should be little or no confusion between media types in the VSM portal. 
These methods allow issues like this to be addressed at an early stage.  

Information Visualisation (IV) 

The JISC Information Visualisation Foundation Study (Centre for HCI Design, City 
University)9 was read by EDINA staff.  The field of IV clearly allows for some innovative ways 
of presenting search results and information to users and EDINA will consider this when 
designing the VSM portal interface.  This is indicative of the growth of relevant work emerging 
from departments of informatics and computer science.  The mspace work is also highly 
relevant. 

                                                      
8 Snyder, C (2003) Paper Prototyping: The Fast and Easy Way to Design and Refine User 
Interfaces (Morgan Kaufmann Series in Interactive Technologies).Morgan Kaufmann, Paperback, 
ISBN 1558608702. 
9 See http://hcid.soi.city.ac.uk/research/Jisctwo.html 
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Under the "Study of Current Practices" section of the Foundation Study, participants pointed 
out that a number of technical difficulties might make the incorporation of IV in their services 
difficult. These included data limitations, specifically the constraints of metadata.  At this 
stage we cannot determine the constraints metadata may place on visual representation of 
search results in the VSM portal. 

The Foundation Study recommends the use of Dynamaps and Zooming for portals. EDINA 
has considerable experience with online mapping technologies and runs the world’s largest 
academic online mapping service, Digimap.  As the VSM Portal will contain visual material it 
may be difficult to avoid mimicking applications such as PhotoFinder and Photo Mesa as the 
Portal is likely to show thumbnail type results.  It must be noted that the Foundation Study 
includes various Windows desktop applications, which inevitably offer greater functionality 
than is possible within a web portal that is constrained by HTTP, bandwidth, server loads and 
web browser capabilities. 

The Executive Summary of the Foundation study states; “There are a number of usability 
problems associated with the use of information visualisation, mainly with the users in 
understanding the data and successfully using the service” It goes on to say that “Services 
applying information visualisation should aim to make the site simplistic as possible.” The 
challenge of meeting usability requirements while creating a visually stimulating Portal does 
not go unnoticed and it seems likely that inroads into IV technologies will be cautious to 
begin with. 

The GetRef service (discussed in Section 2.3) provides a degree of IV in the presentation of 
search results.  The user interface provides graphical representation of search results, which 
shows the user the relations between results sets, the separate databases that yielded results, 
and brief and full displays of record metadata.   This form of graphical display is not designed 
to have an impressive visual impact, but rather to enhance the usability whilst remaining 
familiar to users of textual interfaces, and fully accessible to users with special needs.   It was 
well received and found to be intuitive during user testing. 

User testing 

EDINA also carries out usability testing of all new and amended user interfaces. The testing 
takes the form of “walk-and-talk” observation of groups of end-users carrying out various tasks. 
Engaging directly with end-users in this interactive manner provides quick, deep feedback on 
usability.  
 
EDINA bases its methodology for this testing on that used by the Nielsen Norman group, 
which carries out usability testing on behalf of organisations throughout the world.  Nielsen 
Norman have carried out testing for many large organisations, including BMW, Wells Fargo, 
Sun Microsystems and Quicken (American personal taxation software).  
 
EDINA also considered community-testing prototype service user interfaces via online 
questionnaires prior to launch but, based on experiences testing Education Image Gallery (EIG), 
decided that the Nielsen-Norman walk-and-talk usability testing was the better method. Testing 
by online questionnaires relies on people reporting their experiences after some consideration. 
Such questionnaires cannot describe user behaviour and experience as it happens. Direct 
observation of users has the added advantage of allowing more members of the project team to 
be involved in the testing process as observers.  
 
Feedback from these tests is used to inform final work on the interface design and 
functionality offered. 
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3 Demonstrator architecture 

The VSM portal will be required to sit within the technical architecture of the JISC 
Information Environment (IE). The current thinking, as espoused by UKOLN and CETIS, is 
that functions of interest to the IE community should be wrapped as services.  Examples of 
these include Athens (soon to be replaced by Shibboleth), the JISC IE Service Registry10 and 
the various brokers and aggregators. When taken as a whole, these services and the protocols 
used for communication between them are the backbone of the JISC IE. 

Although the VSM portal may appear to be a single service to a casual user, it will in reality 
consist of multiple software components each performing specific tasks. Interoperability of 
the different software modules or components will best be achieved by using a service 
orientated model. As is the case with the JISC IE, there will be functions deemed suitable for 
use by other services and projects within EDINA's own domain. For this reason the backend 
software of the VSM demonstrator should be modularised and operate independently of the 
technology employed by the user-interface. 

If a component is already developed and in use, and there is an established means of 
communication, such as Z39.50, then it will be simpler to continue to use the existing 
protocols. For any service or component yet to be developed for the portal, interoperability 
will best be achieved using the Simple Object Access Protocol (SOAP). This is a pragmatic 
decision and is in keeping with current thinking on interoperability; it is no coincidence that 
the Fedora object repository has a SOAP API. SOAP has the great advantage that the 
language of implementation of the calling service or module is unimportant so long as it 
supports XML messaging.  Most modern languages have packages that assist with the 
creation and ingest of SOAP messages. EDINA has experience of their use in both the Java 
and Perl languages.  

                                                      
10 See http://iesr.ac.uk/ 
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A service oriented view of the proposed architecture for the portal is illustrated as: 

 
3.1 Search services 

The main function of the VSM portal is to find objects of interest to the end-user from a 
multitude of resources. There are two broad approaches to searching such resources. They 
may be searched in a distributed manner, commonly referred to as federated searching, or the 
remote data may be harvested in order to create a copy of the data suitable for ingest into a 
local database. 

The searching service or broker will be required to connect to multiple remote resources and 
transmit (and translate) the user's search on each resource. Such transmission will typically be 
performed by a broker using existing remote searching protocols such as Z39.50 or SRU/W. 

Once a federated search (across remote and local databases) has been initiated, the VSM 
portal broker will need to manage these multiple connections whilst their respective searches 
are being performed, and also to keep the user (end-user or portal) informed of progress. 
Experience from other federated search projects suggests that this live progress information is 
essential to contain the user's expectations. The application server may not necessarily be 
aware of whether the resource that is being searched exists within the local domain (has been 
harvested) or is located in the wider JISC IE, or potentially out with the JISC IE (not shown 
on the diagram in Section 3). The broker simply provides an API to the consuming 
application and handles all the complexities of the search operation. 

Results from federated searches are likely to be returned in multiple formats and schemata. It 
will also be the broker service's job to translate these into a common format, probably based 
on a Dublin Core XML scheme, so that the application server only has to deal with the 
presentation of the data rather than the content. This will make it simpler to customise output 
to the calling user agent, whether it is a browser or an external connecting portal. 
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Federated searching will be supplemented by harvesting of resources. A harvesting approach 
could be used in cooperation with the end resource in order to build a local copy of the 
database from retrieved metadata. This can be achieved through standard harvesting protocols 
such as OAI/PMH. Whilst using standard mechanisms such as OAI would be desirable (in 
order to reduce complexity and minimise procedural activity) it may depend on the existing 
capability or resource-commitment of the end-resource's provider as to which approach they 
are willing to support. A harvesting server will be a necessary component of the VSM 
architecture even though the application server will never directly call the harvesting server. It 
will be invoked by administration tools as required to update the local databases.  

3.2 Repository service 

The provision of a repository service within the VSM portal is being considered.  This would 
be a place where individual's multimedia objects could be deposited if there were no other 
collections where they might more usefully sit.   

Whilst not technically difficult to implement such a repository (there being existing software 
for this purpose) and to build a depositors' interface, other issues would need careful 
consideration such as rights of access and use of deposited objects.  Moderation of these 
objects would also be necessary for reasons varying from technical limitations (e.g. file size 
of deposited objects) to copyright violation and object suitability.  Such moderation might not 
necessarily mean full-time monitoring by VSM portal staff, but could be community driven if 
this is deemed acceptable. 

3.3 Bulletin board/annotation service 

Content relevant to the portal's user community will mainly be delivered by the application 
server to a browser within the context of the portal's own web interface. This will consist 
mainly of bulletin boards for discussions at a collection level, and other pertinent topics.  

The bulletin board service can also be employed as a vehicle for user annotation and reviews 
of individual multimedia objects found through the use of the portal's search service. These 
annotations will be held separate from the object's metadata (which is necessary if such 
metadata is held remotely). 

For this approach to be effective a system of unique identification of objects will be required 
to link the correct annotations to the correct object metadata.  Such collation of object 
metadata with object annotation would mainly be the responsibility of the calling application. 
Having located the metadata for an object the application server would request information 
about the object from the annotation server using a unique object identifier. 

The bulletin board, or annotation service, may have utility across multiple EDINA services. 
To enable other services to make use of any developed features it will be necessary to choose 
some bulletin board software with a SOAP API, or develop a SOAP API to call the native 
interface of the bulletin board. 
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4 Demonstrator Software 

No one software package has been identified that would meet the wide and varied aspirations 
for the VSM portal.  Any software components to be used to build the portal should be able to 
communicate with other components using open protocols and accepted metadata standards. 

Both commercial and open source software components are suitable if they meet the 
necessary user requirements and support open standards. The components evaluated during 
the scoping study differ substantially in utility and scope. Some perform very particular roles, 
such as the GNU Image Finding Tool (GIFT http://www.gnu.org/software/gift/gift.html  a 
content based Image Retrieval system). Other software packages, such as the Index+ software 
created by System Simulation Limited11, are capable of delivering more substantial aspects of 
the portal including interface hosting, metadata aggregation and cross-searching. The focus of 
the software evaluation during the scoping study has been on software which is capable of 
hosting the portal rather than the software modules which may be necessary to meet specific 
aspects of the user requirements. 

To assist with the software evaluation, the user requirements that had implications for the 
choice of hosting software were extracted from the user requirements findings and are 
commented on below. It should be noted that some user requirements have no impact on 
software choice; rather they are specific to the design and presentation of the user interface. In 
addition there are general software requirements which relate to desirable features of the 
software viewed from the perspective of the developer and system administrator. 

Conclusions drawn from the evaluation 

Our view is that an approach based around open source components is the most suitable 
option, with OCLC SiteSearch12 as a fall back.  There are risks associated with using a variety 
of products, some of which may be unknown, and which may interoperate poorly even in 
cases where open standards are supposed to be in use.   EDINA developers have experience in 
such matters, however, and such problems are not necessarily any more serious than those 
inherent in proprietary products:  namely, that where constraints are found, these are likely to 
become apparent late in development when no alternative is available, and the finished 
service then lacks function which were required according to the original specification. 

Open source components that we consider to be suitable candidates are described in Section 
4.2. 

4.1 Summary of Options Appraisal 

Selecting the software for hosting the portal has been a challenging exercise. Many products 
thought to be potentially suitable were immediately disregarded due to issues as simple as 
cost or limited operating system support. Five products were considered in detail. A 
description of each follows including a brief summary of their applicability. 

                                                      
11 See http://www.ssl.co.uk/ 
12  See http://opensitesearch.sourceforge.net/docs/helpzone/main.html 
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Option 1: OCLC SiteSearch 

Overview 

A highly customisable product originating at OCLC, now available as open source. EDINA 
has substantial knowledge of using SiteSearch for the provision of online national 
bibliographic and multimedia services. It has a multi-tiered architecture; the mark up 
presented to the user is generated through the use of static and dynamic HTML created by a 
front end web server. Dynamic content is created by what are referred to as gadgets (Java 
code snippets with access to the server side API) and a technology similar in nature to Java 
servlets.  (A disadvantage of this is that the HTTP response is buffered, i.e., the server will not 
respond until the entire web page has been rendered; this hinders provision of features such as 
“live” feedback to users during distributed searches.)   The front end tier communicates with 
the database tier using the Z39.50 protocol. The software can be configured to search local or 
remote databases so long as the database server is compliant with the Z39.50 protocol.  

As SiteSearch is implemented in the Java programming language it can make full use of the 
class libraries provided by Sun. However, it is a relatively old implementation and although it 
is now Open Source it does not now have a large user community. Further development of the 
product to satisfy the functional requirements is possible; however it was intended to provide 
a customizable web interface for searching data compatible with various bibliographic data 
standards which has been readily extended to accommodate multimedia content, rather than 
the starting point for the development of a multimedia portal. Nonetheless, it has powerful 
text indexing and searching features (in particular, support for the boolean and proximity 
operators) that do not feature in other products, most notably Fedora; it also accommodates 
remote searching. 

The most significant drawback with SiteSearch is that it was designed with a particular task in 
mind, but not designed to be expanded in the ways that would be foreseeable for the VSM 
portal.   Without substantial development, it would be difficult to integrate other components 
to provide additional areas of functionality (e.g. repository by Fedora, Bulletin Board by 
YaBB etc.).   The consequence is that a demonstrator portal built around SiteSearch would 
not provide a seamless transition to the portal for full service, nor would it engage with other 
functional areas. 

Benefits 

�  Can be customised 

�  Experience at EDINA 

�  Open Source eliminates risks from licence costs/availability 

�  Good text searching 

�  Distributed search capability 

Drawbacks 

�  Buffered HTTP response 

�  Little support from open source community 

�  Not “progressive” beyond portal demonstrator 
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Risks 

Risks are very low.  The product is well understood, and thoroughly proven in a service 
environment.  There are restrictions, and the design of the portal may be constrained in some 
areas, but these issues are understood by EDINA staff and can be taken in account at the 
design stage. 

Option 2: SPP (Subject Portals Project) software 

Overview 

The software package developed by the JISC-funded Subject Portals Project13 was designed 
to allow federated searching within the faculty level RDN (Resource Discovery Network) 
hubs. 

Whilst it would be pleasing to reuse this software package, its suitability for the task is only 
partial since its remit did not include specific handling of multimedia objects.  It also has a 
framework that doesn't allow certain functionality that would be desirable (specifically 
unbuffered HTTP responses).  Anything more than minimal adaptation of the user interface or 
backend of the SPP software would diverge from the packaged “product” that is used by the 
RDN hubs, and so any perceived benefit in terms of support and product upgrades would be 
lost.  For these reasons the SPP software was not pursued in detail. 

Benefits 

�  Reuse of JISC project code 

�  No risks from licence costs/availability 

Drawbacks 

�  Buffered HTTP response 

�  Would require too much adaptation to satisfy all needs, eliminating the principle 
benefit 

Risks 

The risk of using this software is the unknown development effort required in developing a 
variant suitable for the VSM portal.  This may be mitigated by cooperation from SPP 
developers.  Overall, it presents greater risks than SiteSearch without appreciable advantages. 

Option 3: Fedora (object repository)  

Overview 

Fedora is recently released repository software which has been noted for its powerful and 
flexible digital object management system. It appears to be an obvious tool for development; 
the documentation from the web site describes Fedora as having a service oriented 
architecture with support for web services. This is precisely the architecture on which the 
JISC e-framework is based and which will potentially also aid institutional embedding. It also 
provides support for locally held objects which reference remote content. Much of the 
material hosted by the portal will have such characteristics; the metadata will have been 

                                                      
13  See http://www.portal.ac.uk/spp/ 
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acquired by harvesting but the digital object will most likely be remote. This is a strong 
argument for using Fedora as hosting software. 

However, the documentation also states “the current search interface is somewhat primitive 
and was designed to provide a rudimentary means of searching the Fedora System and Dublin 
Core metadata”. This is in contrast with the requirements that the portal must have a powerful 
text searching capability. It also highlights a more serious deficiency of the software for 
acting as the core portal engine: although Fedora is undoubtedly a superb object repository 
tool, it will require a substantial amount of time to develop the features needed for a portal. 
Interaction with the repository is achieved using four APIs, two of which are for managing 
objects, and two of which are only for object access. Each of the management and access 
APIs has a lite version (using the REST URL syntax) and a non-lite version (which have 
SOAP interfaces). 

EDINA installed the latest beta version of Fedora for assessment. It was surprisingly difficult 
to configure (even with the simplest security model), and was supplied with its own dedicated 
Tomcat application server. This is unusual. Most Java web applications are provided in a web 
application archive (known as a WAR format) and it is assumed that the installer has their 
own preferred application server on which to install them. It is a reflection of Fedora's 
complexity that the implementers supply it in such a fashion. 

In addition to the application server and a Java native relational database, the Fedora software 
includes a Java Swing client for installing demonstration objects (also supplied) into the 
repository. Most of these failed to load due to esoteric factors, but this assisted the project 
team in understanding Fedora, and its intended use. If it is established that the portal should 
provide a repository role then it could make use of the Fedora framework (using the hooks 
provided in the APIs), but it is very unlikely that Fedora could, in the 'out of the box' 
configuration, act as the core product for the development of the portal. We believe this to be 
a generic issue applicable to most object repositories. 

Benefits 

�  Flexible digital object repository 

�  Service oriented architecture ideal for integrating with other products required to 
create a portal 

�  Excellent harvesting (OAI/PMH) support 

�  Open Source eliminates risks from licence costs/availability 

Drawbacks 

�  Lacks tools for providing user interface (mark up, session management, etc.) 

�  Lacks serious text searching capability 

�  Lacks distributed search capability 

Risks 

Fedora is not straightforward to install or use.  In mitigation a substantial user community is 
becoming established (including other projects in the HE community with which cooperation 
may be expected), and ongoing development and refinement of the product is a reasonable 
expectation.  Importantly, the open architecture and reputation for flexibility is encouraging, 
as this reduces the risk of encountering unacceptable constraints late in the development 
process. 
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Option 4: Java or Perl application service with Open Source components  

Overview 

EDINA has considerable experience of developing complex applications which are reliant on 
Java and Perl application servers to provide their runtime environment through 
implementation of services such as DigiMap and the Statistical Accounts of Scotland. EDINA 
has investigated the use of an application server such as Tomcat (for Java) or Apache::ASP 
(Perl) to act as the framework for hosting the Open Source components required to build the 
portal. Each component would provide one or more of the features required of the portal. 
Developing each component with a simple SOAP API would provide a pluggable 
architecture.  

Provision of a simple SOAP API has the further advantage that the mark-up (returned for 
displaying in the user's browser or other rendering engine) will be generated by the 
application layer, and not by any of the various components; these will supply data rather than 
presentation specific information such as HTML tags. The component model will be reliant 
on a well defined identification schema to assemble all data relating to each VSM object. 

Benefits 

�  Ultimate levels of flexibility 

�  Experience in major components at EDINA 

�  Open Source eliminates risks from licence costs/availability 

�  Good text searching available from open source products proven in EDINA services 

�  Distributed search broker can be constructed from open source products proven in 
EDINA services 

�  Harvesting support available from open source products 

�  Bulletin Board functionality (review, comment, discussion)  available from open 
source products 

Drawbacks 

�  Development effort will be required in some areas 

�  EDINA does not have experience of every component required 

Risks 

Development in areas new to EDINA staff involves uncertainty: capability of products may 
not match descriptions, robustness in service environment may prove inadequate, and time 
scales are harder to estimate.   In mitigation, EDINA staff have experience of a good range of 
major components, many of which are proven in a service environment; there are several 
options for nearly all components should the first choice prove problematic; and the track 
record of this approach within EDINA has been good.  The flexibility of this approach 
substantially reduces risks of encountering unacceptable constraints late in development. 
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Option 5: Index+  

Overview 

Index+ is a product of System Simulation Limited. It was successfully used by SCRAN to 
host the PIXUS image portal, and has found many applications in the library and museums 
sector and beyond. What makes it so suitable is its compatibility with the predominant 
standards in the area of information retrieval; it has full support for the OAI harvesting 
protocol and distributed searching using Z39.50.  

EDINA worked with System Simulation to install the PIXUS implementation of Index+ on 
one of the Sun Solaris servers used by EDINA. The objective was to allow EDINA to work 
with the software, examine its architecture and determine whether it was sufficiently 
extensible to meet requirements which go beyond the searching of harvested and distributed 
data. 

EDINA has reservations about use of Index+ in its current form for the long term 
development of the portal. We do not envisage any problem with the architecture of the 
software; it will scale to meet anticipated demand but further functional developments may be 
hindered by the scripting language (called IPI) used by the software to generate dynamic 
content compared to the Java and Perl programming language (available from JSP and 
Apache::ASP pages respectively). It also lacks the ability of these technologies' to connect to 
relational databases for the storage of user information. 

An alternative to using Index+ as a fully integrated product would be the use of IndexBridge, 
the “back end” software.  This would provide the core functions including harvesting and 
distributed search, and permit EDINA to develop a user interface from open source products.   
This would be dependent on the Java and/or Perl APIs provided, which are acknowledged to 
be not as comprehensive as the native IPI interface, or the project would be dependent on 
Systems Simulation to conduct the extra development work. 

Benefits 

�  Proven capability in PIXUS project 

�  Good harvesting support 

�  Distributed search support 

�  Easily customised for “look and feel” 

�  Extensible and scales well 

Drawbacks 

�  As a fully integrated product, Index+ does not provide all required functions 

�  Lacks service oriented architecture for integration with range of open source products 

�  Costs and risks associated with licensed product 

Risks 

The core product is proven, robust and scales well; a certain level of functionality would be 
achieved at low risk.  On the other hand it is not clear if other components can be integrated, 
and additional development would be required by Systems Simulation.  This carries the risk 
of finding constraints late in the development process.  
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4.2 Inventory of Open Source components 
Here we provide details of open source components which EDINA staff are aware of, and 
which are likely be deployed in our recommended approach. 

This table takes the components required for the portal and identifies the open source 
components the project is proposing to use.  The reasons for choosing each, together with 
risks and backup options are described.  For some components there are more than one 
option; the final selection would be made early in development, and would be based on our 
assessment of how well that component is likely to integrate and planning considerations 
(availability of developers, skills sets, etc.).
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Component Software choice Justification Risk assessment Backup 

User interface 
(option 1) 

Apache::ASP 

http://www.apache-asp.org/ 

Offers fast and easy 
development, and is extremely 
flexible.   Several staff have 
experience, and many more 
have key skills (Apache, CGI, 
Perl) to learn this package 
quickly. 

Extremely low: deployed 
within EDINA, robust in 
service environment and 
scales well.  Good spread of 
skills across staff. 

Two very low risk options. 

User interface 
(option 2) 

Apache Tomcat 

http://tomcat.apache.org/ 

Several staff have experience, 
and many more have key 
skills (Apache, Java) to learn 
this package quickly. 

Extremely low: deployed 
within EDINA, robust in 
service environment and 
scales well.  Good spread of 
skills across staff. 

Two very low risk options. 

Database:  metadata hosted by 
the portal 

Zebra or Pears 

http://www.indexdata.dk/zebra/ 
http://www.oclc.org/research/softwar
e/pears/ 

Both options provide 
structured text indexing and 
retrieval.  Both are fast and 
scale well, and provide 
powerful and flexible text 
search capabilities. 

Extremely low: both are 
deployed within EDINA, 
robust in service environment 
and scale well.  Several staff 
are familiar with each. 

Two very low risk options. 
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Component Software choice Justification Risk assessment Backup 

Database:  user data 
(option 1) 

Postgres Fast, flexible and robust 
relational database. 

Extremely low deployed 
within EDINA, robust in 
service environment and 
scales well. Many staff are 
familiar with SQL databases, 
several specifically familiar 
with Postgres. 

mySQL would be suitable; this 
is also deployed at EDINA in a 
service environment; also a 
second option. 

Database: user data 
(option 2) 

Text files Fast and robust.  Not as 
powerful as a relational 
database, but very simple with 
reduced overheads and 
dependencies.  Likely to be 
preferred to relational 
database at least in the first 
instance. 

Extremely low.   Only risk 
would be discovering at a later 
stage that maintenance and 
management of the data would 
make a relational database the 
better option. 

The access layer would be 
abstracted, allowing the storage 
to be replaced with an 
alternative (e.g. relational 
database) at a later stage. 

Distributed search broker 
(enabling multiple concurrent 
searches; non-blocking, event 
driven) 

GetRef broker Developed for the GetRef 
project. 

Moderate to Low.  This 
software has been in use 
throughout the project and 
pilot service.   Not proven to 
scale to extreme loads in 
service conditions. 

Net::Z3950::ZOOM can act as 
a broker. 
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Component Software choice Justification Risk assessment Backup 

Harvester 
(option 1) 

Two CPAN packages: 
HTTP::OAI::Harvester 
Net::OAI::Harvester 

 
Also SourceForge package: 
OAI2::Harvester 

 
http://search.cpan.org/~timbrody/HT
TP-OAI-
3.13/lib/HTTP/OAI/Harvester.pm 
 
http://search.cpan.org/~esummers/O
AI-Harvester-
1.0/lib/Net/OAI/Harvester.pm 
 
http://oai-
perl.sourceforge.net/doc/Harvester.h
tml 

 

Documentation suggests these 
products will perform the 
required function. 

Low.   These packages have 
not been used at EDINA, but 
are from reputable sources.  
OAI/PMH is known to be a 
relatively simple protocol so 
faults are not likely, and there 
are three options to try if 
necessary. 

Coding an OAI/PMH client 
locally should be relatively 
easy, using proven SOAP 
packages. 

Z39.50 support in Perl Net::Z3950::ZOOM 

http://zoom.z3950.org/api/ 

Abstract Perl API supporting 
search and retrieval with both  
Z39.50 and SRW.  EDINA 
staff have a good relationship 
with the author. 

Low.  Based on YAZ toolkit 
which underlies many 
packages used within EDINA.  
The author is well regarded 
and responsive to queries and 
requests. 

Net::Z3950 Perl package 
(already widely used at 
EDINA). 
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Component Software choice Justification Risk assessment Backup 

Z39.50 support in Java JAFER toolkit Implementation of a 
compliant Z39.50 client and 
server in Java. 

Low.  Successfully deployed 
in EDINA projects including 
CREE (GetRef JSR168 portlet 
implementation). Widely used 
in the community. 

JZKit provides an alternative.  
Not used at EDINA before. 

SRW support in Perl Net::Z3950::ZOOM 

http://zoom.z3950.org/api/ 

See Z39.50 support above. See Z39.50 support above. Coding SRW client locally 
would be reasonable, using 
proven SOAP packages. 

SRW support in Java JZKit2 

http://developer.k-int.com/jzkit2/ 
 

Documentation suggests the 
product will perform the 
required function. 

Moderate.  We have no 
experience of this package, 
though it is generally well 
regarded. 

Coding SRW client locally 
would be reasonable, using 
proven SOAP packages. 

SOAP support in Perl SOAP::Lite 

http://soaplite.com/ 

Fast and simple development 
of SOAP services. 

Low.  Used in several EDINA 
projects; some minor 
problems (handling SOAP 
types in a weakly-typed 
language) that have been 
overcome. 

None identified at the current 
time. 

SOAP support in Java AXIS 

http://ws.apache.org/axis/ 

Powerful toolkit for fast 
development of SOAP 
services. 

Low.  Used in several EDINA 
projects; some minor 
problems that have been 
overcome. 

None identified at the current 
time. 



� �

�

�

�

�

�

�

�

�

�

�

�

�

�

�

�

 

!

�

�

�

"

�

!

�

�

�

#

�

�

$ $

�

 

%

 

�

�

�

!

&

'

 

$

�

!

�

26 

Component Software choice Justification Risk assessment Backup 

Authentication: 
Shibboleth 
Athens 
Locally registered users 
IP address checking 

EDINA already has software for 
these mechanisms, deployed in 
Java and Perl based services. 

Already available and tested. None. Not applicable. 

Repository 
(for content deposited by with 
the portal, i.e. not held in 
accessible collections 
elsewhere) 

Fedora Well regarded product, 
reputation for flexibility. 
Documentation suggests 
features are suitable. 

Moderate to low.  We have no 
experience of Fedora, though 
we have had contact with 
projects who have deployed it 
successfully and who 
recommend it. 

Other repository packages are 
available.  Dspace has been 
deployed by colleagues within 
the University; may be less 
flexible than Fedora, but 
should be a reasonable and safe 
option.  Ultimately, a specialist 
repository package is not 
needed to host content. 

Bulletin board 
(to provide repository for 
reviews of content, with 
capacity for discussion) 

YaBB, E-Blah and IkonBoard in 
Perl; MVN in Java. 

 
http://www.yabbforum.com/ 
 
http://www.eblah.com/ 
 
http://www.ikonboard.com/ 

 

Bulletin board systems using 
preferred languages. 

Moderate to low.  We have no 
experience of these bulletin 
boards.  Installing, 
customizing and manging a 
bulletin board is definitely 
possible; the risk would be in 
failing to integrate it closely 
with the user interface, which 
would require an API. 

In the unlikely event that none 
of the several Perl or Java 
based options prove to be 
suitable, phpBB is a widely 
deployed product that is known 
to have the appropriate 
capabilities.  Using php in 
addition to Java and/or Perl 
would not be our first choice 
but would not present great 
difficulties. 
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Component Software choice Justification Risk assessment Backup 

Content based image 
recognition (CBIR) 

GNU Image-Finding Tool 
(GIFT), and Perl MRML client 

http://www.gnu.org/software/gift/ 

http://viper.csse.monash.edu.au/~da
vids/cgi-
bin/PerlMRMLClient/PerlMRMLClient
.pl 

Documentation and online 
demonstration suggests the 
product will perform the 
required function.   

Moderate to high.  Live 
assessment is required. The 
risk of failing to incorporate a 
functioning CBIR system is 
relatively low, but it is not 
clear that it will provide a 
function that is regarded as 
useful by the end user. 

None identified at the current 
time. 
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The design model included in Section 3.310 of the Internal Project Investigation Report for a Visual and Sound Materials portal has been annotated to 
give and indication of where the major open source components would be deployed: 
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5 Development timetable 

The timetable indicated below is based on the original Phase Two start date. Month 1 = the demonstrator start date. 

5.1 Phase 2 Demonstrator Timetable 
 

Month 1 2 3 4 5 6 7 8 9 10 11 12 
             
Continuing Scoping Study Workpackages             
1. Legal issues arising (continues from Phase 1)                 
2. User Interface review (deferred from Phase 1)             
New Workpackages             
3. Content negotiations and draft collections strategy 

(started during Scoping Phase)               
4. Design & evaluation                  
5. User interface design                       
6. Version 1 Demonstrator and initial testing                
7. Usability testing                     
8. Institutional embedding*             
9. External evaluation                    
10. Version 2 Demonstrator                  
11. Further scoping (as required)                       
12. Preparation for pilot service             
13. Final Report               

* with project partners University of Hull, Glasgow Caledonian University and St Helens College
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5.2 Projected Pilot/Full service timetable 

 
Month (from demonstrator start date) 13 14 15 16 17 18 19 20 21 22 23 24 

 Apr  May  June  July Aug Sept Oct Nov Dec Jan  Feb Mar 
 Pilot service Full service 
1. Engage with pilot/full service user community                  
2. Pilot testing                
3. Continue collection development             
4. Refine/test design for full service                       
5. Implement/evaluate changes to portal                      
6. Preparation for full service             
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6 Metadata matters 

We examined the issue of metadata from two important perspectives.  The first was the 
availability of metadata and of mechanisms by which content providers expose their 
metadata.  Secondly there are considerations of metadata schema. 

6.1 Metadata access mechanisms 

The possible mechanisms for providing access to metadata can be broadly divided into two 
categories: 

1. Search and retrieval from remote servers (or "distributed search" when applied across 
a number of collections).  This involves a query from the VSM portal to a remote 
server each time an end user submits a search query, and retrieval of records as the 
end user views the results.  Z39.50 and SRW are the obvious candidates.  Z39.50 is 
more widely implemented at present, and realistically the VSM portal would be 
obliged to support it.  SRW is a modern SOAP-based protocol, but not yet 
widespread; the VSM portal should support it and encourage its use where content 
providers are considering developing their services to add search and retrieval 
functionality. 

2. Metadata harvesting.  This involves collection of metadata from remote servers on 
some schedule, and the creation of a local database.  Since metadata are aggregated in 
advance, there is no need to connect to remote servers whilst a user searches 
collections and views results.  The Open Archives Initiative OAI/PMH is the clear 
choice for harvesting, and this is widely supported by repository software.  
Harvesting could also be achieved on an ad hoc basis if the content provider agrees to 
provide a suitable metadata file (XML, SGML, delimited text or similar) on a regular 
basis.  It must be noted that OAI/PMH greatly reduces the administrative work of 
arranging and monitoring metadata exchange, but it has no bearing on the quality or 
utility of the metadata received by the portal.  

The choice of mechanism that should be recommended to (or negotiated with) content 
providers will depend on a number of factors: 

�  Size of collection.  In general, small collections are better candidates for harvesting, 
simply because of the logistics of downloading, validating and loading large 
quantities of metadata on a regular basis.  There is obviously no hard definition of a 
"small" collection, but a rule of thumb would be one with less than around one 
million records.  Many (and possibly most) collections are likely to be "small" by this 
definition, and suitable for harvesting. 

�  Number of collections.  Distributed searching can be effective, but does not scale well 
to very large numbers because of server loads and issues connected with user 
interface design.  Again there is no hard definition of acceptable numbers, but 
searching and retrieving records from 10 remote servers should present little problem, 
but 50 would probably be too many.  If necessary this could be mitigated by a user 
interface design which restricts the number of collections a user may search 
concurrently.   Nevertheless, it would be advisable for the VSM portal to minimize 
distributed searching and employ it only when harvesting cannot be used.  
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�  Licensing issues.  Harvesting involves making a local copy of a collection's metadata, 
and the content provider may not be willing to permit this.  By contrast, search and 
retrieval mechanisms only involve accessing a few records (as many as a human user 
is likely to read in one session) at one time.  Also, as search and retrieval is a “live” 
process then access can be controlled and if necessary withdrawn at any point;  access 
to  metadata that have been harvested can no longer be controlled by the provider. If 
this is a problem, it may be possible to negotiate the use of a subset of the fields in the 
metadata record, so that the VSM portal is not creating a database of equal value to 
the original; however this approach assumes a content provider would be willing to 
implement a harvesting mechanism whilst also being hostile to the principle of 
harvesting, which seems an unlikely scenario.  

�  Software issues.  A content provider using repository software is likely to support 
OAI/PMH already, or at least be in a position to add this with minimal effort, since 
supporting harvesting is generally regarded as a core function for a repository.  Other 
content providers may use a classic database system, not specifically designed or 
configured as a repository, which may be more likely to provide a search and retrieval 
protocol.  To pick two open source examples, users of Fedora will easily be able to 
support OAI/PMH14 whereas users of Zebra15 can support Z39.50. 

6.2 Metadata schema 

Content providers are likely to use a variety of metadata schema, some of which may not be 
based on standards.  Where standards are used, there is also considerable scope for 
heterogeneity; for example where Dublin Core is used there is no guarantee that any two 
providers even of similar content will use any given field for comparable metadata.  There is 
probably little prospect of content providers transforming their metadata to fit any common 
scheme that may be suggested by the VSM portal.  It is probable that each content provider 
will need to be considered on a case-by-case basis. 

The VSM portal will require some sort of common scheme for the metadata used in a cross 
search. 

1. Dublin Core16 provides a useful scheme for descriptive metadata for a wide range of 
content types, and is widely deployed.  It has proved useful in PIXUS. It lacks the 
capability for describing complex objects, for example moving pictures divided into a 
number of segments.   

2. The Metadata Encoding and Transmission Standard (METS)17 provides 
administrative and structural as well as descriptive metadata.   Dublin Core may be 
used as descriptive metadata with METS, so there is no incompatibility between 
using Dublin Core and METS.  On initial investigation, METS should satisfy the 
requirements of the VSM portal. 

3. MPEG-2118. This provides a framework for “multimedia delivery and consumption”. 
Compared to other standards, rights management is given considerable attention; this 
could be of great value if the VSM portal were to provide access to other providers' 

                                                      
14  See http://www.openarchives.org/OAI/openarchivesprotocol.html 
15  See http://www.indexdata.dk/zebra/ 
16  See http://dublincore.org/ 
17  See http://www.loc.gov/standards/mets/ 
18  See http://www.chiariglione.org/mpeg/standards/mpeg-21/mpeg-21.htm 
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content, enabling the relevant rights statements to be attached to the data.  Bearing in 
mind that this scenario does not seem likely at the current time, and that widespread 
implementation of MPEG-21 may be a few years away, it is not a likely candidate for 
use by the portal at least in the first instance.  A full investigation of MPEG-21 and 
the implications for the JISC Information Environment are beyond the scope of this 
project.  

The Education Image Gallery (EIG) and Education Media Online (EMOL) services also 
engage with metadata schema created by the content providers. The metadata in EMOL does 
not comply with any recognised schema. It was created by the British Universities Film & 
Video Council (BUFVC) 19 to meet the particular needs of the moving pictures and sound 
files that they were digitising. However, a requirement of the development and hosting 
contract for the EMOL service was the provision of a machine to machine interface 
(specifically Z39.50). To provide this interface EDINA had to map the metadata fields 
supplied by the BUFVC to the Dublin Core element set. Although there are 15 elements in the 
Dublin Core set, the metadata created by the BUFVC was not rich enough to populate all 15 
of those fields, but it was still sufficient to provide a remotely searchable target.  

The experience of the PIXUS project is that Dublin Core is adequate for the task, at least in 
the first instance.  In any case it is almost inevitable that the portal would need to map fields 
before using ingested metadata; even in the event that matching Dublin Core fields are used, 
differences of interpretation will likely occur.  An effort to prescribe a standardized metadata 
format for ingest is likely to be less productive, at least during the demonstrator phase, than 
communicating with content providers to reach a proper understanding of their existing 
scheme and agreeing a suitable interpretation for use by the portal. 

For the VSM portal demonstrator we will initially follow the approach used by PIXUS, firstly 
because this has proven to be effective, and secondly because this has been accepted by 
PIXUS content providers and we would not wish to create additional work that may 
discourage these providers from engaging with the VSM portal on the same basis as PIXUS.  
The PIXUS Final Report stated: 

We found that the simple Dublin Core schema was highly effective in supporting the 
cross-searching and decided to stay with it for the duration of the project. 

Following our initial implementation we will evaluate this approach and consider the benefits 
of using METS to add administrative and structural metadata.  However, we are mindful of 
the findings of the PIXUS project: 

Implementing a more complex metadata schema would also have been hindered by 
the diverse nature of the collections, resulting in some highly domain-specific 
cataloguing. 

We do not consider it likely that a complex schema will need to be finalized in order to create 
an effective demonstrator portal with a fully function user interface.

                                                      
19  See http://www.bufvc.ac.uk/ 
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7 Issues related to content, the portal audience and collections 
policy 

7.1 Merits of serving visual and sound materials from the same platform 

Paragraph 15 of the ITT states that 'there is merit … in serving both image and moving 
pictures and sound media types from a single portal platform'.  Paragraph 4 requires that the 
feasibility of this assertion should be tested.  EDINA's plan has been to monitor technical 
developments in the environment with reference to this issue during the scoping phase of the 
project and then to test it during the demonstrator phase; such testing will provide some 
indication of the drawbacks and risks of so doing.  Nothing in the environment, to date, sheds 
light on this issue. Popular services for discovering and using still images exist alongside 
those for discovering and using time-based media; their integration has yet to be tested. 

We would anticipate that among the drawbacks and risks associated with serving both time-
based media and images from a single portal platform may be the following:  

·  Search results may appear unsatisfactory due to the wide variety in metadata standards used 
by different content-service providers;  

·  Search results may be confusing due to different types of metadata available from different 
content-service providers, e.g. one provider of still images may offer thumbnails whilst 
another offers only textual descriptions and a provider of moving images may offer a series of 
stills (which to a user may resemble thumbnails); 

·  The value of different results in a results set may vary depending on available infrastructure 
and support at the user's institution, e.g. an institution may have sufficient bandwidth to 
download images but insufficient for moving pictures. 

·  The apparent 'relevance' of 'moving pictures' returned in a results set may be lower than that 
for still images due to the substantially lower volume of moving-picture content available.  

·  Communicating terms of use (permissions) in a form that is acceptable to users (i.e. a form 
that users will actually absorb) is difficult where those terms vary.  Terms of Use vary across 
collections in the same media type but even more so across media types because the possible 
types of use vary as well as the degree of restriction imposed by rights-holders. 

7.2 Audience for a VSM portal 

The potential audience for a VSM portal for UK tertiary education includes all information 
users in the sector; primarily students, teachers and researchers. As suggested in the Scoping 
Study, this cuts across all disciplines, and the traditional purposes of learning, teaching and 
research.  We also indicated that there were varieties of motive, corresponding to the 
character of the material: as (real-world) observation, as artistic expression and as scientific 
expression.  What we did not emphasise was the extent to which these very same students, 
teachers and researchers, although markedly stratified by age, gain experience in the use of 
visual and sound materials outside the academic setting. 

Most of the potential users represented in the literature review use Google images and are 
satisfied with the results.  Lorcan Dempsey has suggested recently that users in the Higher 
Education sector value the same tools as those outside the sector, among them Google, Flickr, 
and Amazon.   He suggested that if the digital library wants to attract its users to library-
funded resources, it should expose those resources through the channels with which users 
interact.  'The library needs to be in the user environment and not expect the user to find her 
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way to the library environment' 20 21 22.  Dempsey suggested that one reason for the low take-
up of supply-side customisation and personalisation options is that users are less interested in 
manipulating resources within a supply-side environment than in integrating them into their 
own self-constructed demand-side environment. Users want to be able to interact with a range 
of resources in a uniform way23.  This has been recognised by scholarly publishers and by 
OCLC who now expose metadata through Google and, in the VSM area, by Stanford 
University which offers course content through iTunes (see 
http://itunes.stanford.edu/about.html).  

When reflecting on user behaviour for a VSM portal it is perhaps useful to consider users' 
motives in using Google and Flickr.  The literature review found that users value Google 
Images for its breadth, simplicity, speed and ease of access (there is no need to log-in).  It 
does not necessarily give the ideal answer but it will give an answer and often that is ‘good 
enough’.  This concurs with a long history of research on information seeking; people 
generally adopt the 'least effort' method and whilst the result is not optimal, it is satisfactory 
and that is sufficient24.  A 'good enough' result that costs little is more efficient than an 
optimal result found through an extensive search. 

Like Google, Flickr provides access to a huge volume of content but Flickr offers more than 
Google Images; it is social software offering interaction not only with content but with other 
users and the content that those users add, such as tags.   It may be argued that metadata in 
Flickr, created by users (i.e. the folksonomy), is as valuable as a formal taxonomy created by 
professional indexers25. Given that many projects generating content and even content-service 
providers create little or no metadata, the user-generated metadata on Flickr exposes content 
that might otherwise never be found by users.  

In a recent blog entry about selecting social software for teaching undergraduates, Alan 
Levine26 suggested that Flickr is the 'ideal candidate' because:  

�  everyone has a personal interest in digital photographs,  

�  the interface is fun and elegant27,  

�  it makes tagging meaningful [i.e. tags can be used to direct searches on very 'soft' 
criteria, e.g.  'tags created by Ms X make sense to me',  

�  it provides connectivity, discussion and sharing,  

�  it raises the profile of creative commons,  

                                                      
20 Dempsey, L (2005) In the flow, Dempsey's weblog, 24 June 2005 
21 Dempsey, L (2006) The (digital) library environment: ten years after, Ariadne, 46, 
http://www.ariadne.ac.uk/issue46/dempsey/ 
22 Dempsey, L (2006) Flickr and the library pictures, Dempsey's weblog, 10 January 2006, 
23 Dempsey, L (2005) In the flow, Dempsey's weblog, 24 June 2005 
24 Case, D. O. (2002) Looking for Information: a Survey of Research on Information Seeking, 
Needs and Behaviour, Academic Press, San Diego, CA.  
25 Wikipedia (2006) Folksonomy, Wikipedia, http://en.wikipedia.org/wiki/Folksonomy 
26 Levine, A (2006) Narrowing on social software, CogDogBlog: Alan Levine's blog space for 
barking about instructional technology, 15 February 2006, 
http://cogdogblog.com/2006/02/15/narrowing-on-social-software/ 
27 These terms are insufficiently specific to inform a functional specification; Levine's expansion 
on the term 'fun' suggests that it refers to informal language.  
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�  it has a larger selection of third-party tools and applications, and  

�  it provides extremely useful functionality including slide shows and annotation. 

With such a range of tools and functionality, Levine suggested that Flickr provides the ideal 
starting point for students to learn skills that may be transferred to other social software 
packages.  He did not mention the volume of content available through Flickr - perhaps 
because it is such an obvious foundation for the other features.  

The literature review for this scoping study suggested that when an existing service already 
meets their need (e.g. Google Images) users have less incentive to look elsewhere.  The single 
common factor among popular services is volume of content; without that users will not 
invest the effort to learn to use the service and with it, they may be enticed to add value to the 
service.  This is a challenge to academic practice in general. 

Flickr and Google Images already attract users' attention; iTunes is beginning to include 
moving images as well as sound.  In UK tertiary education, still images are used (and are 
often sourced from Google Images) and time-based media are under-used.  

The features that may differentiate a VSM portal from Google Images are two fold: first, an 
academic context, and second clear copyright information and terms of use (as evidenced by 
the recent legal action against Google for breach of copyright in images). For community-
created content, Flickr offers a service that is difficult to rival; a UK tertiary education space 
on Flickr is a pragmatic solution.  The space that has yet to be occupied by a compelling 
service is that offering access to time-based media and the tools and related services to make 
best use of that content.  If a VSM portal succeeds in attracting potential users with the bait of 
time-based media and associated services, the opportunity to provide integrated access to still 
images presents itself.  The priority in the first instance would be to secure agreements with a 
sufficient number of content-service providers of time-based media to launch the portal with 
the critical mass of content (for some identified audience) required to ensure satisfaction for 
early users.  

The success of Flickr is due not only to volume of content and audience size (global) but to its 
approach to interoperation.  During the demonstrator phase of the VSM portal there will be 
development of portlet functionality for integration into end-user environments (such as 
VLEs).  In the longer term it should also have a public API to facilitate the development of 
tools and applications to maximise use of content accessed through the portal.  Finally, the 
portal should not be a ghetto for multimedia content; it should be built with the recognition 
that users integrate text with still images and time-based media and with some knowledge of 
the software in which these integrated resources are to be manipulated and used.  Academic 
context is key. 

7.3 Demonstrator content 

This is highly demanding, and is an area where responsibility is shared with the JISC and its 
advisory groups.  It is an area in which critical mass of relevant content is important, as is 
broad appeal; it is an area in which the academic community has content to share and in 
which commercial offerings are important. It is an area in which there are key legal aspects to 
comprehend and have effective means of communicating as part of terms of use.  It is an area 
in which content must be seen to have relevance to academic endeavour. 

We should note that policy focus upon content is for content service provision. It is not our 
intention that the portal demonstrator will be a content service provider; nor will it be a 
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repository, except in the case of community-generated content for which no hosting solution 
would otherwise be available. 

In section 4.2 of our summary Scoping Report, we have indicated a need for more feedback 
from end users and more experience with content-service providers to inform a collections 
strategy.  Although eventually, development may be both top-down and bottom-up, in the 
initial stages, we must identify suitable content-service providers and persuade them to co-
operate with the project. 

In identifying an initial list of targets for the demonstrator phase, the project team sought 
representation from different sectors and media types so as to surface as many issues as 
possible -with regard to the business and technical relationships between portal and content-
service provider.  At the same time, we are aware that a critical mass of content is required to 
satisfy a first-time user and encourage repeat use of the portal; volume and breadth of 
coverage for the targeted audience are important considerations from the start. 

Our investigation suggested that a service is useful or attractive to users only if it offers access 
to a critical mass of content; specifically, the service should invariably yield a result to each 
search (even if it is not the ideal result).  For that reason, it would be preferable to launch a 
service with a critical mass of content in specific identified niches than with a shallow 
offering to a broad community.  During the demonstrator phase, it will be important first to 
identify specific niches (e.g. subject areas) and then to focus our efforts on accumulating 
critical mass in those niches with a view to attracting the audience size that will, in turn, 
attract further content-service providers.  With sample user-populations (niches), we can 
explore the expansion in use of time-based media and the integration of their delivery with 
still images (whilst remaining aware that different user populations may ultimately vary in 
this regard). 

Selecting content for the demonstrator phase  

In assessing the kind of content to be proposed for inclusion in the scope both of a portal 
demonstrator in the short-term and of a portal service in the longer-term, the project team bore 
in mind:  

�  In the absence of evidence of pronounced need from any particular subject 
communities, the requirement for a balanced range of subject content at this stage.  

�  The need for the portal to reflect broadly the balance of media types - images, moving 
images and sound - reflected in the current available online resources. 

�  The need for content providers to be technologically "mature" in order to interact 
effectively with a VSM portal. 

�  The need to accommodate collections with varying terms of use. 

�  The need for the content to be appealing to users from both the FE and HE 
communities.  

�  The need to include projects as collections, particularly for moving images and sound 
(such as NewsFilm Online and The Spoken Word). 

�  The need for the content providers presented within the demonstrator portal to be of 
sufficient range and quality to attract future content providers. 
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Contact with content-service providers during scoping phase 

In our initial approach to content-service providers, we described, in outline, the rationale and 
plans for the project and the roles of JISC and EDINA.  We requested agreement in principle 
and invited content-service providers to highlight, at this early stage, any initial concerns or 
specific restrictions that they would seek to impose.  

Scalability and sustainability 

We do not envisage problems of scalability in the technical domain, especially since the 
approach is to side-step transactional cost. It is too early to make sensible statements on 
sustainability in the business domain. At this stage, we are developing policy and terms of 
agreements; during the demonstrator phase, we will monitor the work required to engage 
content-service providers, agree terms (based on a model agreement), configure the targets 
and maintain those targets. 

Issues to be considered in a collections policy 

At this early stage, we would expect the following to be important in informing a collections 
policy:  

�  Are terms of use for this collection sufficiently flexible that the types of use to which 
UK HE/FE wishes to put the content are permitted? 

�  Is content in this collection in a format that may be readily used (and manipulated) 
with software and tools (likely to be) in use in UK HE/FE? 

�  Quality criteria (e.g. if collection consists of reproductions, are these faithful 
reproductions?) to be decided by editorial group on which different disciplines and 
experts in various types of media are represented.  

�  Is provenance for content in the collection clear? 

�  What is the nature, format and quality of metadata available for content in the 
collection?  (Is it possible to conduct any kind of meaningful search across content?) 
Is the provenance of metadata clear?  

�  What size is this collection, and are the metadata available for harvesting or for 
searching by m2m interface? 

The challenge for the demonstrator phase is to provide a portal with a depth of relevant 
content and a portal commanding broad appeal. 


