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Executive Summary

The Phase II geoXwalk project was aimed at producing a digital gazetteer service for supporting enhanced geographical searching within the JISC IE. It followed on from successful Phase I and Phase II projects which scoped the requirements for such a service and subsequently built a prototype demonstrator service. Phase III has concentrated on consolidating the technical aspects of the gazetteer as well as trialing it with 3rd party service consumers.
The basic underlying rationale behind geoXwalk is that existing resources within the JISC IE do not currently exploit geographical searching of resources in any meaningful or consistent way. Different types of geography are employed by different services and the majority of these have only very primitive (if any at all) geographic indexing of resources. Most of the extant resources have some form of implicit geographic reference such as placename, county name, postcode etc. The problem faced when using geography as an access point into such resources is that there is no common agreed geography type that is universally employed. 
To obviate this problem, geoXwalk provides a mechanism by which one geography can be ‘crosswalked’ into another representation e.g. placenames into postcodes, counties into parishes etc. This facility means that services utilising geoXwalk can be agnostic about which geography their users deploy to search resources. The basis for this is a digital gazetteer of geographic features. Furthermore, as the geoXwalk gazetteer maintains the geometric representation of the features it holds, by a process of geometric computation, it can resolve relationships between features, meaning that spatially complex queries can be resolved e.g. which rivers are near Banbury? This provides a much richer potential query environment to end users and makes possible forms of resource querying which were previously not possible.
The Project has built a comprehensive GB wide gazetteer database of over 700,000 objects and provided a mechanism by which geographical queries from another service may be issued and resolved by the geoXwalk server – a shared service capable of servicing geographic queries from other services and demonstrated by reference implementations such as Go-Geo!,. HIERPORT (Common Information Environment pilot) and SCRAN. Tools to assist in the creation of geographic indices for resources have also been developed in the geoparser (software to perform a specialised form of text mining that utilises the gazetteer service to assist in the geo-referencing of documents)
While the technical aspects of geoXwalk are largely resolved, there remains the issue of how best to exploit the service within the architecture of the JISC IE. The project has faced difficulties in getting 3rd party services to buy-in to use geoXwalk. In respect to the services approached during the lifetime of the project the constraints to adoption are threefold: i) a conceptual difficulty in appreciating the potential that a geographic entry point into resources can offer; ii) a reluctance to commit to a development project when the service future remains unclear and JISC strategic thinking on it’s approach to shared services remains nebulous (one key question is ‘how much would the service cost?’ which depends on whether JISC regard it as an infrastructural good subsidised from a general budget or whether some usage charge should be leveraged). These aspects would require resolution prior to wider acceptance as service providers are reluctant to invest in the project under conditions of uncertainty; iii) pre-existing work commitments at services themselves means that required integration work is conditional on fitting in with timetables already established. geoXwalk integration, while fairly straightforward from the consumers point is not a priority and is regarded as a worthy aspiration but one which (given points i) and ii) ), is lower priority than existing service plans. Understandably, services are more focussed on the day-to-day aspects of service running than undertaking opportunistic development work at relatively short notice (certainly within the time frames imposed by the project).
The geoXwalk server is currently technically capable of supporting enhanced geographic searching within the JISC IE but requires further exploration of the business case for a sustained shared service to become an operational reality. In part this is contingent on the JISC vision for shared services and approaches to funding shared infrastructure. 
Background

The geoXwalk Phase III project was a JISC funded one year development project aimed at the continued development and deployment of a gazetteer server and service for the purposes of enhancing geographic searching within the JISC Information Environment. It followed on from a successful Phase I scoping study which outlined the requirements and stakeholders for such a service and a follow-on Phase II which developed a demonstrator service. All project Phases were  joint ones between EDINA, University of Edinburgh and (initially) the History Data Service and latterly (Phase II & Phase III), the UK Data Archive, University of Essex.

The principal purpose of geoXwalk is to provide a shared service within the JISC Information Environment (IE) that can underpin geographic searching. The rationale behind the project is that there is currently no unified entry point to assist in geographic searching within the existing academic network as each information provider/service adopts different geographic coding conventions (some use postcodes, others placenames, some grid references etc.). geoXwalk is designed to make geographic searching transparent by ‘crosswalking’ these different geographies and is analogous to a shared terminology service.

geoXwalk provides more than just a simple lookup facility however as every geographic feature stored in the gazetteer has its detailed geometry stored with it (i.e. a city would be stored as a polygonal footprint (co-ordinate list), a river as a linear footprint etc.). Holding the geometry as an integral attribute of the feature enables complex spatial searching based on relationships between features e.g. is feature A within a distance of feature B?; what features are contained within feature C?; what features does feature D intersect? and so on. 

The ability to derive the relationships between features implicitly by geometric computation is significant and provides more flexibility in the results than can be ascertained by simple lookups based on hierarchical thesauri methods, as is traditional in gazetteers. Furthermore, geography in the UK is very complex and geographic boundaries in particular do not always nest, for example, postcode geography does not nest with electoral geography. 

geoXwalk obviates the problem of variable geographic naming by coding geographic features based on a persistent and consistent coding convention  - national grid references. Again, by use of the implicit relationships that can be inferred from their geometries, it is possible to ‘crosswalk’ place names to: postcodes …or electoral wards… or health authorities etc…

As part of the project, the need for a geoparser was identified. That is, software that can take a document/resource that contains placenames and automatically identify their occurrence. Having identified a placename as such, the next logical step is to compare that against entries in the gazetteer which provides a means to access its ‘alternate’ geographies. For example, the placename ‘Knowsley’ could be resolved as parish code ‘BX003’ or grid reference 340900, 392300 - 347217, 397660. This methodology provides a means to explicitly georeference (i.e. attach a grid reference) implicitly georeferenced material (such as ‘Knowsley’). The result is that more powerful geographical based search strategies can be applied e.g. find me all documents about Gaelic songs that do not reference the Western Isles or, find me images of towns along the river Tweed etc.

.
Aims and Objectives

The central aims of the Phase III project were:

· To resolve (as far as practicable) outstanding issues identified in the Exit Strategy for Phase II that will impact upon the current demonstrator’s ability to act as a shared service

· To trial the demonstrator such that issues relating to performance, scalability and usability may be gauged

The key objectives are:

· To continue to develop and enhance the service in preparation for roll out as a shared service

· To model and incorporate historic content within the gazetteer 

· To address feature versioning issues

· To investigate and benchmark the gazetteer’s performance under various alternative architectures and assess factors related to scalability for shared service mode

· To evaluate and enhance the textual analyses and disambiguation capabilities of the geoparser for semi-automatic indexing of resources

· To implement, trial and evaluate geoXwalk within the context of servicing existing JISC services

· To continue to promote awareness of the service both within and without HE/FE

· To continue to engage with stakeholders and potential data providers 

The key deliverable of the project will be:

· A functioning, scaleable gazetteer service suitable for integration into the JISC IE as a shared service

Methodology
Most information resources pertain to specific geographic areas and are either explicitly or implicitly geo-referenced. The National Geospatial Data Framework (NGDF) estimates that as much as eighty per cent of the information collected in Britain today is geo-referenced. A common form of geo-referencing is through place names, frequently found in bibliographic publications, indexes, and catalogues. Geographic searching is a powerful information retrieval tool. Those seeking to identify information relevant to their research and/or teaching activities often need to do so by reference to a particular geographic location, which they are most likely to describe by a geographic name. There is an increasing demand from users, data services, archives, libraries, and museums for more powerful geographic searching. However, there are serious obstacles to meeting this demand.

Geographic searching is often restricted because geographic metadata creation is excessively resource intensive. Accordingly, many information resources have no geographic metadata, and where it exists, it usually only extends to place names. Search strategies based on place name alone are limited (although they are a critical access point). An alternative is to geo-reference the resources using a geographic coding scheme such as latitude and longitude or the Ordnance Survey National Grid. This enables more powerful geographic searching.

The existence of a maze of current and historical geographies complicates the situation further. There is considerable variation in the geographic units and geographic coding schemes used in metadata and data. Many geographic names have a number of variant forms, the boundaries in different geographies do not align, and names, units and hierarchies have changed in the past, and will continue to change. 

No one system of geo-referencing will suit all purposes, because people think about geographic space in different ways. They should not be forced to convert from one view to another. However, it is impractical for most service providers to support more than a few geo-referencing schemes, or develop the means to convert from one to another (‘crosswalking’). A comprehensive gazetteer linking a controlled vocabulary of current and historical geographic names to a standard spatial coding scheme (such as latitude and longitude or the Ordnance Survey National Grid) would be necessary to perform these translations.

At its simplest, a gazetteer is a list of geographic place names together with their associated geographic location. The geographic, or spatial, location can be expressed in several ways, for example, as latitude and longitude co-ordinates, or simply as another geographical place name which contains this particular place - for example, a county or a country.

The essential attributes of a gazetteer are:

1. the geographic place name

2. the spatial reference for the location of that place name

The ‘traditional’ gazetteer is defined as a geographic dictionary or index, wherein places are listed normally alongside additional information such as which country or region they are located within and the co-ordinates of their location. Digital technologies and relational database theory has allowed for more complex forms of the traditional gazetteer to be implemented but essentially the idea of a geo-referenced list of places remains at the heart of these digital gazetteers.

The second type of gazetteer that exists are those that take the form of a spatial thesaurus. This method defines the relationship between spatial features through hierarchical relationships, associative relationships and equivalent relationships. The main advantages of this method are that the thesaurus structure is well understood and that search engines can be developed relatively easily to traverse thesaurus data structures. This model was used to good effect by MIMAS in the production of the KINDS spatial thesaurus.

The definition of a series of Basic Spatial Units (BSU) which can then be linked to other units via look up tables indicating which larger units each BSU falls within allows for the creation of a different form of gazetteer. The BSU is essentially a unit (either already in existence or created artificially) which can be deemed to constitute the lowest common denominator. However this approach is somewhat problematic due to the fact that artificial BSUs create another set of geographies that need to be updated and maintained, while on the other hand it is often hard to determine a suitable existing spatial unit that can act as a BSU. The principle of dealing with spatial units, normally areas as opposed to points, is a powerful one.

A comprehensive gazetteer could have a number of additional features.

1) It could deal with more than just place names. It could include geographic features e.g. rivers, forests, mountains and mountain ranges, boundaries e.g. administrative and political, and even events e.g. location of earthquakes. To distinguish between place names and other features requires some form of feature typing. Defining the type or category into which a geographic place or feature falls increases the usefulness of a gazetteer considerably.

2) Along with the geographic location of a place, information about its temporal location could be recorded. A place or feature could exist in or now or no longer exist. Similarly, the names of geographical entities can change with time. York, for example, was known as Eboracum in Roman times, and Yorvic in Viking times. For certain disciplines, e.g. history and archaeology, having access to a list which included places that no longer existed or historic names would be very useful. Geographic names and relationships between places also change through time. By recording date ranges we recognise the temporal nature of the data. However, managing temporal data as well as geographic complicates a gazetteer considerably.

3) Many geographic objects, not only places, are known by more than one name. Hull and Kingston upon Hull is an example of a place which often causes confusion when searching a simple gazetteer because many gazetteers do not recognise Hull as a valid name. A gazetteer should be able to resolve the confusion which arises from alternative names for the same geographic entity.

4) The gazetteer should contain authoritative information about the data it holds. If historical place names are being held in a gazetteer, the reference source for the name should be held. Where boundary information is being collected the source and accuracy of the data should be retained with the boundary.

5) There can be relationships between places and features in a gazetteer. The 'Is part of' relationship is the simplest to consider. This relationship can be explicitly stated where there is a recognised authority which can state that a relationship exists between two geographic entities. For example, the parish of Chertsey lies within the county of Surrey.

A gazetteer server would make it possible for information retrieval systems to support a full range of geographic search options. It would provide a mechanism by which information retrieval systems could translate the geographic part of any query into the native geographic coding scheme. For example, a user could provide a place name to an information retrieval system that only supports co-ordinate searching. A gazetteer service would translate the place name to a set of co-ordinates and pass them back for use in the search. Alternatively, a user could provide a minimum-bounding rectangle of their area of interest, and a gazetteer service could return a list of the place names of all the places falling within the polygon. Translations that are more complex could be carried out for specific geographic unit types, such as postcode areas, census units.

Phase II of the geoXwalk project had already demonstrated the capacity of such a gazetteer service to undertake many of the above functions and thereby enhance geographic searching. Phase III addressed the addition of historic information (both updates to existing contemporary data and the addition of non-contemporary data). A major component of this work entailed identifying potential data sources, developing a compendium and timeline of geographies and dealing with the practicalities of loading and version managing updates to the gazetteer. Additionally, different technical architectures were explored in order to determine possible advantages in terms of performance and scalability.
Furthermore, the existing Phase II geoparser software was formally evaluated and benchmarked using normative natural language processing techniques. As a consequence, a re-implemented version of the geoparser together with a new web based front end to demonstrate possible use cases was developed.

Implementation
Further development of the existing Phase II demonstrator gazetteer involved four broad areas of work:
(i) Reviewing and determining options for adding historic data to the existing gazetteer.
This part of the project was conducted by a combination of primary research to determine potential options for adding historic data to the gazetteer (resulting in a compendium and timeline of geographies – see separate report ‘Adding Historical Data to the geoXwalk Gazetteer’),  as well as practical experimentation loading available  historic data. Both Phase I and Phase II of the project had highlighted stakeholder interest in extending the gazetteer content beyond the ‘near contemporary’ holdings (i.e. data covering roughly the last 20 years), which had been the initial focus when building the demonstrator. One of the major difficulties in this was establishing what data was available allied with negotiating access. Ultimately, while the investigative report covered a wide range of possible sources and approaches, a pragmatic approach was adopted when adding actual data to the gazetteer. A sample of data covering a range of temporal and geographical extents was kindly provided to the project by the Great Britain Historical GIS Project and supplemented a key historic dataset sourced from Exeter University (Kain & Oliver) and augmented by GBHGIS. These data provided the key ‘historic’ data. Additionally, updates to existing near contemporary data was again implemented at a pragmatic level ( existing data in the gazetteer may be regarded as ‘historic’ in as much that it is not strictly current as existing update cycles to primary data sources become available, for example the annual updates to the 1:50K OS Gazetteer product).
(ii) Investigating and determining the ‘optimum’ technical architecture.
This was conducted by investigative experimentation and is detailed in the separate report ‘Investigation into alternative architectures, performance and scalability issues for geoXwalk’. The primary purpose was to explore other potential technical approaches to delivering the results of geographic queries and principally involved an investigation of alternative spatial database technologies. The project explored the use of Oracle Spatial, Oracle with a 3rd party add-on (Radius Topology from Laserscan) and the open source Postgres database with Postgis and GEOS extensions. These were compared to the projects in-house bespoke solution built around an Ingres database with tailored customised spatial handling facilities. The main report details the mechanics of these explorations and provides a brief statement of the potential of Grid and parallel processing solutions. Our investigations determined that as a consequence of the types of query geoXwalk may be expected to handle and as a direct consequence of the multi-scale, multi-source nature of the gazetteer data, our in-house solution was the best option. 
(iii) Evaluating the existing geoparser and building interfaces to illustrate potential use cases.
The geoparser developed as part of Phase II of the project had not been formally evaluated and the first issue for Phase III was to determine how well the software was performing. As the geoparser relies on natural language processing techniques and the local Language Technology Group (LTG) at Edinburgh are recognised as experts in the field, the task of evaluating the existing geoparser was contracted to them. They established a ‘gold standard’ reference collection against which the performance of the geoparser could be precisely gauged. The details of this and the results are provided in a separate report ‘Geoparser Evaluation geoXwalk Phase III WP4’. As a consequence, a new, improved LTG developed geoparser was implemented. This geoparser acts as a processing engine backend to a newly developed web front-end that permits users to utilise the geoparser for a range of use cases that had previously been identified from stakeholder workshops. The web front end allows users to submit resources (text documents, xml documents, html documents, URLS) and parse them to produce: a map of the places identified in their submitted document(s); a table of place name occurrences found in the document(s); to produce an output XML file; to produce a marked up HTML document highlighting the placename occurrences; to produce a comma separated values file for simple geo-referencing.
(iv) integrating the gazetteer service into other services and demonstrating its utility.

The primary purpose of the project was to develop a gazetteer database and middleware that would support geographic searching in a machine to machine fashion. That is, another service could issue a geographic query request to the geoXwalk server (such as what postcode lie within the town of Colchester?) and receive a response that answers that query. Both question and answer would be in XML format supplied over HTTP. In this fashion, another service could avail of the geographic searching capabilities provided by geoXwalk. 
At the end of the project, geoXwalk was being deployed in this fashion by 3 services :- 
· in Go-Geo!! (www.gogeo.ac.uk);
· by the Common Information Environment demonstrator (http://ads.ahds.ac.uk/cfm/heirport/) and 
· by the Archaeology Data Services ArchSearch (http://ads.ahds.ac.uk/catalogue/search/). 
It had been anticipated that two other services would be able to act as a demonstrator, however due, in part, to resource pressures at one site concerned (UKDA), and in part due to concerns over the service status of geoXwalk, we were unable to integrate geoXwalk within the lifetime of the Phase III project (although UKDA remain keen to do this at a more convenient time). 
More tellingly, the second site, SCRAN, while initially enthusiastic about integrating geoXwalk and after undertaking successful initial experiments, subsequently opted to deploy a commercial option because:
“[they] decided that the uncertainty of whether or not your project would develop from a pilot to a fully supported service meant that we couldn't really build a reliance
on it into our service.”

It is apparent, not just from the SCRAN case, but also from comments received more generally that if geoXwalk is to have a future as a shared service, JISC will need to make some clear indication of intent with respect to the strategic direction that shared services are taking in order to allay the concerns as expressed above.
Outputs and Results

Phase III of the project has produced a number of key outputs:

(i) A comprehensive GB based gazetteer database with c.750,000 geographic objects.
The original data sources and the methodologies used to populate and enhance the core gazetteer has been previously described in detail (see the Phase II documentation at www.geoXwalk.ac.uk). In summary, key Ordnance Survey products have been ‘hybridised’ and augmented to produce a multi-sourced, feature typed database of over 750,000 geographic objects. The database features are predominantly midscale (c. 1:50,000 scale) due in part to their derivation origins but also as this scale provides a convenient trade-off between query capabilities, performance and data volumes. While in theory the geoXwalk database is scaleable to include large scale (street and house level) type features, we are not convinced that a requirement for such level of detail exists or is economically feasible under the licensing conditions that would likely prevail – see Phase II documentation for more detail. To the best of our knowledge, the geoXwalk database is the most comprehensively feature typed and spatially accurate gazetteer database that currently exists for GB. 

(ii) A service infrastructure using open standards for machine to machine interactions to resolve geographic queries.
The original rationale behind geoXwalk was to provide a middleware infrastructure capable of servicing other services geographic queries. The middleware acts as a common ‘shared service’ that specialises in processing geographical queries (such as ‘what rivers are there in Fife?’;’which postcodes cover Exeter?’. By abstracting these types of queries to a single, network addressable service, other services can ignore the bewildering range of potential search geographies that users may wish to act as entry points into collections and could furthermore undertake more complex geographical queries such as ‘what towns are within 5 miles of Dundee?’. The process of querying the geoXwalk server is formalised using the de facto gazetteer query protocol developed by the Alexandria Digital Library Project (see http://www.alexandria.ucsb.edu/) and integration merely requires the calling service to be able to phrase their geographic query in the XML based ADL Gazetteer Query Protocol grammar and to parse the resultant XML ADL Standard Query Report result set. Evidence from the implementations cited above suggest that simple use of the gazetteer to enhance local querying can be achieved with a minimum of re-engineering (2-3 days) at the client end. geoXwalk now provides the key infrastructure to service geographic queries from other services and has the potential to fulfil the shared terminology service demands that were originally envisaged for it. We do not envisage the need for further major technical developments to the middleware infrastructure in order to support sustained service usage of the gazetteer.
(iii) A web accessible geoparser (http://bodach.ucs.ed.ac.uk:18080/parser/) for inter-alia semi-automatic geographic indexing of resources.
Strictly speaking, geoXwalk comprises the core gazetteer database and the middleware infrastructure that permits it to be queried. The geoparser, while independent of both, actually exploits them in order to perform its task. The original use case which inspired the development of the geoparser was predicated on the assumption that much of the legacy geographic references scattered throughout the JISC IE collections could be explicitly georeferenced and their metadata updated to incorporate national grid coordinates which would enrich the resource and make it intrinsically geographically searchable. In essence the geoparser performs a simple ‘crosswalk’ by identifying placenames and turning them into coordinates (by referencing the gazetteer). Such ‘geo-enablement’ complements geoXwalk and can act as the foundation for more advanced queries (resources that merely contain placenames can be georeferenced with the parser and then ‘crosswalked’ into alternative geographies, so say, a document with towns listed throughout could be ‘crosswalked’ into a list of postcodes – a very powerful capability). Over the lifetime of the project it became apparent that the geoparser had an intrinsic value of its own and that stakeholders had alternative use case scenarios beyond that originally intended. Phase III of the project has extended the capabilities of the geoparser and turned it into a general resource useful not only to metadata creators but to a wider audience wishing to either explicitly georeference their collections or simply to map places cited in documents. 
(iv) Demonstrators utilising the geoXwalk middleware.

The primary objective of geoXwalk was to enhance geographic search capabilities The four example sites using  geoXwalk are:

Go-Geo! – (www.gogeo.ac.uk) – Go-Geo!, the geo-data browser portal for UK academia, allows users to discover metadata about extant geospatial resources both within and without the academic network. As part of it’s advanced search capability, Go-Geo! utilises geoXwalk (invisibly to the user) to enhance the geographic search. It does this in two ways: 
(i) a simple crosswalk from placename to minimum bounding rectangle (MBR), required as the Go-Geo! Z39.50 metadata targets require coordinates for searching the distributed geospatial collections and; 
(ii) (ii) an ‘expanded’ search in which a placename is converted to an MBR and then the resulting MBR is used to do a spatial containment search in geoXwalk to crosswalk the MBR into a target list of geographical names which can be used to search the metadata nodes e.g. the placename entered into the 'Find' box is converted into a coordinate 'footprint'. This is then used to find more placenames within the footprint, i.e. places that are in close proximity to the supplied placename. These placenames are of types like counties, administrative regions, cities, towns, villages etc. This expanded list of placenames is then used to search the record catalogues. This becomes a more authoritative search, as records are found which would not otherwise have been found using a regular placename search, and which may be relevant.
HIERPORT Common Information Environment (CIE) demonstrator (http://ads.ahds.ac.uk/cfm/heirport/) – “the online guide to archaeological monuments, historic buildings and museum collections in the British Isles”. In this context, geoXwalk provides the ability to do map based searches into a key resource – the Statistical Accounts of Scotland (http://edina.ac.uk/statacc). Effectively, the HIERPORT CIE demonstrator uses geoXwalk to simplify geographical access to the Statistical Account by providing a map based browsing interface. A user can browse a map, determine an area of interest and  return geographically relevant Statistical Account documents. Behind the scenes, geoXwalk resolves the MBR sent by HEIRPORT into a list of geographical names (principally, Scottish parishes) which are then used to interrogate the Statistical Accounts server and to return pertinent hits to HIERPORT. This is illustrated graphically in Fig. 1. Note that during the compilation of this report, confirmation has been received that geoXwalk will be a significant component underpinning the successor project to the CIE – ‘CIE2’.
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Fig 1. geoXwalk use in the CIE HIERPORT demonstrator

ADS ArchSearch (http://ads.ahds.ac.uk/catalogue/search/) – the ADS online Catalogue. At time of writing this is still undergoing testing prior to deployment. In the simplest case, geoXwalk will support postcode searching to supplement the existing geographic search capacity of ArchSearch. Users will be able to enter a postcode to locate resources that are more geographically relevant to them than has previously been possible.
Outcomes

Phase III concludes the major technical investigative and building work for the gazetteer. geoXwalk now provides a functioning gazetteer service and server capable (and via the trialling services, concretely demonstrating) enhanced geographic search capabilities. In that sense, the primary objective of the project has been met. However, the critical step in turning the project into a service hinges on the capacity to ‘sell’ geoXwalk to potential service consumers. 
The project has had some success in being deployed into other services but one of the main lessons to emerge is that, even with the best intentions form 3rd party services it is difficult to accommodate ‘experimental’ service enhancements, certainly within the scenario of ongoing commitments and the day-to-day pressures of service provision. There is perhaps a strategic role that JISC could play in encouraging the adoption of shared services at the service consumption stage – while the project has engaged as far as possible with potential JISC service consumers,(within available resource constraints), it is extremely difficult to convince 3rd party services of the value of the project without either assurances of longevity or explicit endorsement by JISC of a strategic shared services strategy – the vacuum created by the absence of the latter makes justification of the investment in geoXwalk by service consumers problematic.
At this stage it is difficult to provide formal empirical assessments of the value of the project outcomes as geoXwalk provides capacities to services which have no prior functional equivalent. However, anecdotal evidence suggests that the functionality provided is ‘invaluable’ and clearly could have significant impact. Additionally, as geoXwalk provides middleware facilities and is in essence invisible to users it is difficult to estimate the value of the service from a users perspective other than to state that the mechanism supports client search capabilities which were either previously absent or very restrictive e.g. the CIE demo provides users with a new and novel means to access the Statistical Accounts of Scotland.
Conclusions

The UK academic community, as a result of the geoXwalk project, have access to tools and the means to improve geographical access points to resources. Geographical access is increasingly being seen as an important entry point into information resources as, for example, witnessed in the Common Information Environment pilot and its pending successor CIE2 or the ‘geo-enablement’ of resources at the British Library. While geoXwalk provides the facilities to service the demands within the JISC IE for geographical searching there still remains a disparity between what can be achieved and what is actually achieved (see http://www.dlib.org/dlib/may04/05contents.html).geoXwalk is an essential component in addressing this disparity and underpins an emerging UK academic infrastructure to support the discovery and exploitation of geographic resources.

At this time geoXwalk represents an innovative approach to enhancing geographic search capabilities within the JISC IE. It is a functioning illustration of the potential utility of a shared terminology service as envisaged under the JISC vision of shared terminology services. The database itself represents a comprehensive and valuable resource that might be exploited outwith the context of a shared terminology service. 
Implications

geoXwalk has now reached a level of technical maturity that would enable it to support the tasks originally envisaged for it – enhancing geographic searching within the JISC IE. It is worth remembering that the bulk of resources have some geographic component to them and can thus be indexed geographically (and hence searched geographically). geoXwalk provides the facility to resolve dialectical differences between services and can assist in ‘geo-enabling’ legacy resources. Geography is a very powerful synergistic means of querying resources and to date has been something of a Cinderella in the digital library community. 

To build upon the achievements of the Project to date, a more intensive cultivation of the potential services that could fruitfully exploit the geoXwalk needs undertaking. Due to the considerations cited previously, this requires strategic direction from JISC allied with critical use case scenario building, illustrating how, on a per-service basis, geoXwalk can extend existing service provision. While the server interface can remain constant, there is no single, generically applicable client solution possible – each service must be considered in turn and implementation planned in sympathy with ongoing service operation and upgrade.
One possible approach towards geo-enablement that complements the operation of a shared service, is to use geoXwalk database content ‘offline’ to batch process legacy service databases. This is the approach that is being adopted as part of CIE2. 

By actively geo-referencing legacy systems at source rather than dynamically and selectively through a network addressable middleware service, the direct geo-referencing approach allows service providers to natively perform enhanced geographic searching ,though of course there remains less flexibility than via use of geoXwalk as a shared service and each client would have to perform the geographic searches natively i.e. there is a distinction between simply geo-referencing content and providing geographic searching capabilities upon that content. The point is that this may represent a complementary approach which allows services to inject geography and geographical search potential without long term commitment to a 3rd party service.

Recommendations 
It is recommended that JISC consider a low cost Phase IV extension which will concentrate on definitively addressing the  licensing and IPR issues over database content as well as build a business case for delivering geoXwalk as a shared service within the JISC IE.

It is recommended that the above activities are informed by JISC IIE strategy and that the future for potential shared services is communicated clearly to service providers.

It is recommended that such strategic thinking is formulated with a view to the possibilities of cost-sharing and symbiotic relationships with bodies and organisations outwith HFE remit e.g. libraries, musems, commercial organisations.

It is recommended that the potential for the geoXwalk database content to meet its principal aim of enhancing geographic searching within the JISC IIE be investigated beyond the abilities currently expressed by operation as a middleware service.

It is recommended that the geoparser be further developed and that e-Science grid applications for the technology be explored. 
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