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1 Introduction

As part of previous work on the JISC funded geoXwalk project, software to identify geographical entities (placenames) within textual resources had been developed (known as a  geoparser). This software processes documents and identifies strings within them which are hypothesised to be location names. This task is a subpart of  a common Natural Language Processing (NLP) activity known as Named Entity Recognition (NER, see Chinchor 1998). During NER, a number of entities such as person names,  organisation names, locations, dates and numerical expressions are identified and classified. A common method of evaluation of system performance has evolved which involves comparing system output against a hand-annotated gold standard test set. System performance is measured using Precision (number of hypothesised entities which actually are entities in the test set) and Recall (number of entities in the test set that the system identifies) and an overall accuracy score know as f-score. With a document set comprising US newspaper reports of a single domain, systems are currently attaining accuracy of around 94%, though with more disparate collections of documents performance tends to drop, sometimes quite significantly.


The Geoparser task is essentially information retrieval (IR).  Given a document, the system should return a marked-up version which identifies placenames as accurately as possible.  In a second stage, potential placenames are looked up in a gazetteer in order to add geographical detail.  Prior to the research reported here, EDINA had already developed a geoparser which performed these tasks. The focus of the work reported here was twofold: firstly, the existing system was evaluated in order to allow an informed decision on whether it should be further developed or replaced with a different approach.; and secondly, having made this decision, refinements and extensions were investigated.
A report on the first aspect of the work, the evaluation phase is provided in Annex 1. This details the work done on hand-annotating the data for evaluation and the subsequent approach to scoring the system.  In summary, the existing geoparser got a combined precision and recall score of 47.62%, with 53% precision and 43% recall.  This is fairly low compared with standard statistical-based approaches to information retrieval, and some simple comparison experiments were run which showed that it was relatively easy to train statistical classifiers, using the hand-annotated material, and to produce better results.  We therefore decided to replace the existing system, and this report provides a summary of the new geoparser.  For more detail on the use of the classifier in this context, see the paper by Nissim et al (2004) attached in Annex 2.
In addition to the basic statistical system, the LTG embedded the processor in a pipeline which handles input preprocessing, applies further analytical approaches, looks up the gazetteer, and packages the output for use by the user interface.  These aspects are also summarised here.

2 Statistical Geoparser

2.1 Annotation
As mentioned above and detailed in the evaluation report, a significant amount of annotation was undertaken to produce a gold standard for evaluation.  Data from the Statistical Accounts of Scotland was used for this exercise. The two Statistical Accounts of Scotland, covering the 1790s and the 1830s, are among the best contemporary reports of life during the agricultural and industrial revolutions in Europe.  Based largely on information supplied by each parish church minister, the original (first) Statistical Account and the New (second) Statistical Account provide a rich record of a wide variety of topics: wealth, class and poverty; climate, agriculture, fishing and wildlife; population, schools, and the moral health of the people.  The accounts also contain a large number of geographical references and hence provide useful test and training material.

The accounts cover 32 counties, and our resources allowed us to hand annotate 3 of these; Dumfries, Edinburgh, and Inverness were chosen to get a broad range of areas.  The first two sets of records were taken from the 1790s accounts and the last from the 1830s version.  Altogether, this covered the accounts of 103 parishes and a total of just over 500,000 words.

2.2 Statistical Processor
The LTG chose to use the in-house Curran and Clark (C&C) classifier (Curran & Clark, 2003), partly because we were familiar with the approach through its use on other projects, and partly because the system fits the technical requirements very well.  Some of the tools necessary to convert the annotated data into the right format were already available, and the output of the system had already been adapted for use with standard scoring algorithms, which made comparison easy.
The system itself is a maximum entropy word tagger; given a set of features (such as morphological and orthographic form, part of speech, punctuation, text context, and so on), the system is trained on marked-up data and can then be used to classify items in unseen data.  Such systems have been shown to be capable of high accuracy in similar tasks, and C&C proved very useful in the geoXwalk context.  The current system, trained on parts of the Statistical Accounts and tested on unseen sections from the same data, produced combined precision and recall figures of 94.23%, with precision at 93.6% and recall at 94.87%.  This is comparable with the state of the art in the field.
3 Running the geoparsing process
As noted, the C&C tagger is part of a longer process which transforms input data into the required format, runs the classifier, applies some post-processing, does gazetteer lookup, and wraps up the output for use by the interface.  These aspects are briefly detailed here.
3.1 Input processing
The system was required to handle HTML input as well as the plain ASCII format used by the Statistical Accounts.  A preprocessing stage was thefore written which converts HTML into a format which can be handled by the statistical analyser.  The original document is also stored internally in an XML format which includes pointers into the HTML file. At the end of the process, the data is converted back into HTML for display by the interface.

3.2 Post Processing

Although the C&C system produces good results, the accuracy drops when unrestricted text is used.  It is possible to identify typical situations in which this happens and use heuristics to improve performance.  For instance, the statistical classifier might identify a placename in a particular position in a document but miss another occurrence because the context is different.  We therefore included a post-processing stage in which items which are marked as placenames anywhere in a document are stored in a temporary lexicon and used to identify similar cases elsewhere.  These are classed differently, allowing the interface designer to represent them separately. 
 We also included a stage which looks for items in a gazetteer of known placenames.  This allows rare or unusual placenames to be identified successfully, but has the drawback that context is not taken into account; thus, for instance, both “Harris” and “Tweed” in “Harris Tweed” are likely to be classified as placenames using this method.  However, the results of the simple lookup are separately classified, again allowing a different representation in the interface.

3.3 Gazetteer Lookup

Having identified a set of potential placenames, the system attempts to look them up in the geoXwalk gazetteer.  This is done by collecting all the placenames and sending a single disjunctive call to the relevant web server.  The results are unpacked and an XML file is created, associating each placename with all of the information found in the gazetteer.

3.4 Packaging the results

As just noted, one of the results is an XML file containing all of the placenames found in the documents along with gazetteer information, if there is any.  This is passed to the user interface along with the XML representation of the original file and the “reconstituted” HTML.

The pre-existing user interface was reassesed and given the improvements to the ‘backend’ geoparser the front end web interface was rebuilt to provide users with more flexible document handling, potential use case scenarios and a more user friendly, streamlined facility to actually use the geoparser. The development of the front end and use cases was informed in part by feedback with potential users (see comments at Annex 3). While the system as is, is state of the art and, as far as we are aware, unique in that it offers a web service for geoparsing, there remains a number of functional improvements that should be addresses in futire work, specifically:
· The process of disambiguation where cadidate placenames occur non-uniquely in the gazetteer and in the document;

· Performance – while the geoparser can run in realtime, there are limitations to the amount of text it can handle on-line within realistic timeframes. Code optimisation and reimplememtation allied with a potential for  Grid enablement would assist in this aspect. The latter, would also allow a Grid Geoparsing Web Service to be developed.

4 Conclusion

The work on the Geoparser has shown that it is possible to apply standard IR techniques in this area, with a relatively small amount of effort, and achieve high accuracy.   One design decision was that recall was more important that precision, and the post-processing stages effectively implement this approach.  Thus where the statistical tagger alone may have decided that an item is not a placename, the use of the temporary lexicon and the general placename list represents a more liberal approach.  The question of how precisely to combine these sources is a question for further research.
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