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1.
Introduction

1.1
Project Aims – geoXwalk Phase II

geoXwalk (Phase II) was a one year JISC funded project undertaken by EDINA, University of Edinburgh and the History Data Service, University of Essex investigating the development of a digital gazetteer service and server to provide a machine2machine ‘shared service’ facility to underpin geographic searching within the JISC Information Environment.

The central aims of the project were:

· To develop a demonstrator geo-spatial gazetteer service suitable for extension to full service

· To consider how the gazetteer data could be made available as a shared service as part of the JISC Information Environment

· Promote the possibilities of a fully functioning service and act as a proof of concept
1.2
Purpose of document

The purpose of this document is to report on  the work undertaken to build and populate a digital gazetteer database for UK academia. Specifically it looks at the issues surrounding use of existing gazetteer data sources and their utility for use within the geoXwalk model.

1.3
Summary

The investigations showed that Ordnance Survey products are not particularly well suited for such a task, but from a practical point of view, remain the only comprehensive source for the data required.  

Three major problems exist and all arise from the nature of Ordnance Survey data (one of the principal data sources used in populating the geoXwalk database). A digital gazetteer requires accuracy of location and consistent feature typing of objects in the gazetteer, neither of which are found in Ordnance Survey data.

Ordnance Survey data was developed to support primarily cartographic products and not geographical information systems (GIS) requirements. The aesthetics of the  visual product, the map, was the raison d’être for the data and it’s capture. Consequently, spatial locations of places/features tend to refer to the location of the placename's/features text string on the map and only approximate the true physical location of the place/feature. 

Furthermore, feature typing is incomplete because commonly recognised symbols are used to represent features and use of abbreviations is more related to cartographic presentational issues than adherence to any consistent naming convention.

The body of this report elaborates on these difficulties and associated issues encountered during the project.
1.4
Target audience

This document is intended for those interested in the geoXwalk  project including:

· People invited to the geo-spatial projects workshop on 29th  January 2003

· JISC Geo-spatial Working Group

· JCEI Committee

· IE Office

· JISC Secretariat

· JISC data centres and services, in particular, project associated partners

· External organisations including the British Library, Ordnance Survey, SCRAN, Scottish Place name Society
1.5
Status

This document is the final version.

1.6
Change summary

Version
Date
Author
Notes

1.0
26/07/2003
EDINA
Initial draft and incorporation of contributions from JC (data issues and processing) and AC (ADL comments)

1.1
18/08/2003
EDINA
Inclusion of figures and footnotes. Redraft of some data sections. Add appendices.

1.2
28/08/2003
EDINA
Final read through

1.7
Related documents

Title
Author
Date
Version

Alexandria Digital Library Feature Type Thesaurus (ADLFTT)  - Recommended deletions and extensions for use with Ordnance Survey Data
EDINA 
12 /07/2003
1.2

Technical Investigative Aspects of the geoXwalk Phase II project
EDINA
03 /09/2003
1.2

geoXwalk Evaluation Report
HDS
25/08/2003
1.2

1.8
Distribution

Open

1.9
Contact details

Dr David Medyckyj-Scott

EDINA

Data Library

Main Library Building

University of Edinburgh

George Square

Edinburgh EH8 9LJ

E-mail: d.medyckyj-scott@ed.ac.uk
Tel: +44 (0)131 651 1308
James Reid

EDINA

Data Library

Main Library Building

University of Edinburgh

George Square

Edinburgh EH8 9LJ

E-mail: james.reid@ed.ac.uk
Tel: +44 (0)131 651 1383

2. 
Project Aims

2.1
Overview 

The aim was to investigate the feasibility of incorporating selected Ordnance Survey products, together with digital boundary data from the Edina UKBORDERS Service (http://edina.ac.uk/ukborders) , into a digital gazetteer based on The Alexandria Digital Library (ADL) Gazetteer Content Standard (http://alexandria.sdc.ucsb.edu/~lhill/adlgaz/). 

The ‘traditional’ concept of a gazetteer is a dictionary of place names (often with a simple point location spatial reference),which sometimes has a hierarchical structure e.g. the Getty Placename Thesaurus. The gazetteer implemented in the project was ‘non-traditional’ in that it holds digitised boundaries, digitised linear features together with placename details. This means that in some respects  the gazetteer could behave as a geographical information system  or spatially enabled database capable of answering spatial queries e.g. what county does Southampton lie in?

2.2
Data sources

Two primary data sources were used to seed the gazetteer – Ordnance Survey data and digital boundary data from the EDINA run service UKBORDERS. These were used principally because of pre-existing favourable licensing arrangements (without them the cost of acquiring the data would have been prohibitive), but also because between them they represent the best available baseline from which to populate a gazetteer without recourse to primary data capture.

The Ordnance Survey products which were used for this investigation were the 1:50,000 gazetteer and 1:250,000 gazetteer products, together with data from the Meridian, Strategi and MasterMap/Land-Line map products (licensed under the pre-existing Digimap agreement – http://edina.ac.uk/digimap). 

The digital boundary data used was of near contemporary administrative, electoral and census boundaries held by Edina in the form of digitised polygons and sourced from EDINAs UKBORDERS service.

Linear data, such as rivers, were extracted from the relevant Ordnance Survey map products specified earlier.

Other potential sources of spatial data that could be incorporated into geoXwalk were identified and prioritised in terms of their broad community significance. Many of the lower priority datasets are of specialist interest only and often are incomplete (either in terms of national coverage or thematically). However the geoXwalk model is sufficiently flexible to accommodate them if demand/resource exists for their ultimate inclusion. 

A complete prioritised list of datasets is given in Appendix A.

2.2.1 Licensing Issues

Licence negotiations (beyond the existing licensing schemes negotiated with respect to OS data via the Digimap agreement and the ESRC’s purchase of census data (UKBORDERS)), have proved to be challenging since most of the relevant material is commercially owned and consequently owners require payment for use – e.g Point X data (www.pointx.com), a national database of points of interest was excluded due to the high purchase costs (c. £23K).

Lack of a data budget has been a particular problem since no money was available within the project funding to pay for such licences. The owner of ARCHI professional (the Archaeological Sites Index), agreed to the use of his material for academic use, for the life of the demonstrator and for a subsequent period for demonstration purposes only. However, upon review, it was felt that the data were unlikely to provide significant enhancement to that sourced elsewhere (specifcally the OS 1:50,000 gazetteer) and given the potential costs associated with data reformatting it would be too resource intensive to include the data at this stage, although specialist minority community requirements might require this position to be reassessed should geoXwalk become a shared service.

A licence for the TGN (Getty Thesaurus) has eventually been agreed after much negotiation and iterative rounds of clarification on terms and conditions. Use of the TGN data will permit the inclusion of some material for Ireland which is particularly important since the team has been unable to make any useful progress in obtaining permission to use data from Ordnance Survey Ireland (discussions with Ordnance Survey Northern Ireland (OSNI) have likewise not lead to any significant progress being made despite promising initial contacts). The TGN data will also provide useful supplements to the place name variants held in geoXwalk and will contribute to the range of synonyms that the service can resolve.

2.3 Overview of the ADL Content Standard

It is useful, at this point, to briefly reconsider what the ADL Gazetteer Content Standard actually requires for constitution of a digital gazetteer (see also Appendix B). It states that a gazetteer entry for a feature must be uniquely defined by three mandatory fields; the first two of which are:

1. The name of the feature.

2. The spatial location of the feature (its geographic footprint).

In this there is very little difference from what is expected from a ‘traditional’ gazetteer, although how a geographic footprint is implemented in the gazetteer is not necessarily a trivial task and even the ADL implementation of their Content Standard has tended to favour point geometries rather than the more involved (but much more useful) polygonal/polyline geometries.

However, it is the third and last mandatory field, which has the greatest potential for complicating matters: 

3. The type of feature that is being held. (town, river, hospital etc).

Implicit in the ADL Gazetteer Content Standard is that there is a list of feature types which will be used. This list of feature types can be as simple or complicated as the implementers choose. The ADL have devised a Feature Type Thesaurus (FTT) which incorporates a 5 level hierarchy of terms (see separate report – ‘Alexandria Digital Library Feature Type Thesaurus (ADLFTT)  - Recommended deletions and extensions for use with Ordnance Survey Data’). It was thought that with small changes (mainly to reflect the difference between English and American contexts of use) that the ADL FTT was a suitable baseline, being not too detailed while retaining sufficient richness of terms for the purpose of this project. Furthermore, the ADL model is becoming more widely adopted as a de facto standard within the digital gazetteer community and therefore represents a working, (if evolving), standard.

Other fields specified in the Content Standard are optional. Metadata entries which hold details of the origin of the data and its accuracy for each entry are obviously very desirable, as are fields for holding many other details about an entry. It was intended that the gazetteer being developed in this project would hold such additional detail for its entries (see below).

2.3.1 The ADL Query Protocol

Associated with the Content Standard is the ADL Query Protocol which is designed to allow flexible querying of the gazetteer. The ADL query protocol supports an XML over HTTP implementation that allows five basic query types to be issued:

(i)
identifier-query identifier - Return gazetteer entry identified by identifier. Supported by geoXwalk.

(ii)
name-query operator text - Returns gazetteer entries which match text under text-operator operator. geoXwalk supports the mandatory equals operator and the optional match-pattern operator.

(iii) footprint-query operator (polygon | box | identifier) - Returns all gazetteer entries having a footprint that matches a query region according to spatial operator operator. geoXwalk supports spatial operators within, contains and overlaps. Spatial extents can be specified by bounding box or identifier.

(iv) class-query thesaurus term - Returns all gazetteer entries which belong to the class (feature type).geoXwalk supports class queries but currently does not return sub-classes by default as the ADL does although this was a design choice that can be easily changed if required.

(v) relationship-query relationship identifier -  Returns all gazetteer entries having relationship relationship to a target gazetteer entry identified by identifier. geoXwalk does not support queries of this type because it does not hold explicit relationships between entities - they are derived implicitly from the geometries. Note that it would be possible to pre-compute and store the relationships which would permit support for this type of query however, under the current implementation there has been no demand for this type of query.

2.4 Technical Architecture

The geoXwalk database has been implemented in an Ingres database with bespoke spatial extensions written in Perl. The geometric component of geographic features are stored as system files independently of the Ingres database with the latter holding pointers to the relevant geometries on disk. The bespoke code relies upon the building of spatial indexes into the Ingres table which holds the features. This methodology was developed locally but is very similar to the cover field-tree approach proposed by Frank and Barrera in 1989
.

 The database has been populated with over 330,000 individual features and includes features with complex spatial footprints. Each feature has associated metadata describing its lineage and parameters that may assist end users in interpreting fitness for purpose (e.g. each feature has a Creation Date and Source as well as an estimate of its spatial Accuracy).

The backend database receives query requests and returns results via connection with middleware components which handle the mapping of the query protocol to the specific SQL queries. This decoupling would allow the gazetteer database itself to be hosted in some other database management system, although the bespoke spatial extensions would require some porting. Initial exploration of the native spatial handling capabilities of Ingres highlighted a series of bugs and performance problems that lead to the development of the bespoke code. Alternative commercial databases such as Oracle which may have the required spatial functionality were deemed too expensive on investigation (£100,000 per annum for a multi-processor license for Oracle Spatial) and Open Source databases such as Postgres with Postgis extensions lacked both the functionality and transparency that the bespoke code permitted. For performance the bespoke extensions can be further optimised by being ported to C and building into the Ingres database as native functions. For the purposes of the demonstrator we have concentrated on functionality rather than optimisation.

2.5 
General Considerations

The large amount of data which were involved even in the demonstrator project (see Appendices C & D for a list of source datasets and a list of the geographic features loaded into the demonstrator geoXwalk database), dictates that the design of the gazetteer data base must enable spatial queries against the data to process quickly. Also the  adding of data to the gazetteer must be able to be automated - visual checking of the data not being a viable option. 

The project thus fell neatly into two areas: 

(i)  that of data loading and

(ii)  that of data processing.

3
Data Loading

3.1 
Overview

Several general aspects of data loading are worthy of consideration and were prominent aspects of this project. A primary concern is that when data from another  source is added to existing data in the database the incoming data could be referring to data already held in the database. 

If two records match  one record can be ignored, but when two records nearly match there is an obvious problem. However, once it can be decided that two records, although not identical, are referring to the same place there are major benefits to be gained. Spatial accuracy may be improved or objects with feature types of  'unknown' may be featured typed with something that is more meaningful.

In theory the spatial location of two places would be the best indicator that places are the same, but both the feature name and the feature type must also be compared i.e. there are three axes along which the feature must be compared for congruity. The methodology for making a decision on the uniqueness of an entry is somewhat dependent upon the data source but each entry in the gazetteer must have an indication of the accuracy of its spatial location if any attempt is to made to identify records which refer to the same place/feature.

The Ordnance Survey gazetteers provide a point co-ordinate (xy grid reference) for each individual feature. Implicit in giving places/features a point co-ordinate is that there is a rule for assigning that co-ordinate to define the location of a spatial area. That is to say that there is a rubric for summarising an areal object as a point object. One could, for instance, use the centroid of the area or the centre of the area's minimum bounding rectangle. 

Ordnance Survey gazetteers employ a technique which emphasises its cartographic interests. The point co-ordinates of places/features are based upon where the text string specifying the name of a place/feature appears on the corresponding map product. This neatly avoids the problem of deciding where to locate the centre of a place/feature, but does make it difficult to assign an accuracy level to its location.  In practice, places/features which have a small spatial footprint (areal extent) will be located more accurately than places with a larger spatial footprint. It is therefore only possible to assign a broad range of accuracy to data obtained from Ordnance Survey gazetteers and this will inevitably cause problems when an attempt is made to amalgamate data from various sources. The following sections deal with each of the various sources used in the project in turn.

3.2 
Ordnance Survey 1:50,000 gazetteer

The Ordnance Survey 1:50,000 gazetteer was selected as one of the primary data sources for seeding the gazetteer. It was chosen because it was a medium scale product and as such it contains a significant number and variety of places/features without unnecessarily complicating things with too many places/features and providing too much variety. 

At first sight it would seem fairly straight forward to take the data from the 1:50,000 gazetteer and from each record extract the name of the feature, its spatial co-ordinates and the type of feature the record refers to. The feature type would then be mapped onto the ADL FTT. A description of  completing these three mandatory record follows.

3.2.1 The Name field

An improved mechanism for dealing  with alternate names for places/features was devised first. The Ordnance Survey gazetteers have already recognised this problem and in most cases deal with it in a way which is reasonably satisfactory within the scope of the particular gazetteer. 

If an alternate name exists for a place/feature then the place/feature name field will hold both names separated by ‘or’. In order that the gazetteer can be searched  on both versions of the name, there is an additional record in the gazetteer ( identical but for the order of the names being reversed ). 

Where a place has only one alternate this does not present a great problem but where places have two or more alternate names such an approach has obvious failings. Two or more alternate names is a rarity in the Ordnance Survey 1:50,000 gazetteer but once data from other sources is incorporated into the gazetteer a different way of tackling the problem must be found. By way of example, the Scottish Historical Place Name Society is a source for many alternate spellings of towns and villages and sample data supplied by them for this project revealed that some places/features may have as many as 20 alternate names that it is known by.

The method adopted in this project for dealing with alternate names was not to include the alternate name(s) in the name field but to have separate entries for each alternate name. The alternates were linked to each other via keys in other fields of the record. 

When adding data from the 1:50,000 gazetteer it was therefore necessary to identify the entries in the 1:50,000 gazetteer which contained an alternate name. This was not too difficult because the alternate name follows ‘or’ .

Sometimes, however, this was not the case because an alternate place name  was included inside round brackets instead and unfortunately round brackets are also used to hold feature type information. It was possible to include check routines in the data loading code to deal with such anomalies but they were only identified in the first instance by visual inspection during the data loading process. 

3.2.2 The Spatial Co-ordinates field

No immediate problems were encountered when we dealt with the spatial co-ordinates of a place/feature, but we were aware of potential problems arising from the accuracy of a place's/features co-ordinates in the 1:50,000 gazetteer. 

An object is spatially located at the centre of the 1000m grid square in which the anchor point of the text string containing the place name is found. This means that the error in the spatial location could, and is in some instances, as much as1000m and on occasion could exceed 1000m. 

3.2.3 The Feature Type field   
The 1:50,000 gazetteer employs 9 different feature types, each  of which can be mapped to a feature type near the top level categories in the ADL FTT. Nine types is not overly generous but is probably adequate for a medium scale product. However, nearly half the content of the 1:50,000 gazetteer (130,000 features) did not have a useful feature type assigned to them – being allocated as ‘unknown’.

This posed  a problem because the ADL Gazetteer Content Standard, whilst being rather liberal in defining gazetteer content does insist, not unreasonably, that entries in a gazetteer are featured typed. The stratagem of adding a feature type of 'unknown' to the ADL FTT was adopted as an interim solution. In the longer term it was hoped that ‘unknown’ feature types could be resolved by using information from other Ordnance Survey products.

 3.3
 Ordnance Survey 21:50,000 gazetteer

The 21:50,000 gazetteer is derived from the Ordnance Survey Strategi map product. This is a small scale product and contains only the names of medium to large settlements (large villages to cities). It would be expected that,  if not all, then nearly all the places in this gazetteer would be found in the 1:50,000 gazetteer. 

The justifications for using its data were twofold:

(i) Every place in the 21:50,000 gazetteer is feature typed and the feature type category 'unknown' does not appear. If a place/feature in the 21:50,000 gazetteer could be matched to its corresponding entry in the 1:50,000 gazetteer then the feature typing could be improved, specifically if it had a feature type 'unknown'.  

(ii) It was felt that the spatial location of places/features in the 21:50,000 gazetteer were inherently more accurate than the spatial location of places/features in the 1:50,000 gazetteer. This was because the 21:50,000 gazetteer locates objects where the name of the object is positioned whereas the 1:50,000 gazetteer initially uses the co-ordinates of the text, but then moves this point to the centre of the nearest 1000m grid square. Therefore the 1:50,000 spatial location of a place/feature could be replaced by its location as held in the 21:50,000 gazetteer. 

Including the 21:50,000 gazetteer data was a relatively straightforward process. Alternate place/feature names are held in the same format as that of the 1:50,000 gazetteer and were dealt with in the same way. The 21:50,000 gazetteer places/features were adjudged to be the same as an existing 1:50,000 gazetteer place/feature  if they lay within 2000m of each other, had identical names and the feature types were identical or the feature typing of the 1:50,000 entry was specified as ‘unknown’. 

A minor problem that arose was that occasionally places which were probably the same were spelt differently in the two products. This could arise because of a spelling mistake,  or if it was a genuine alternative name for the place/feature, or two places/features with very similar names were located very close too each other. Despite experimentation, it proved impossible to devise an automated method for resolving this problem.

Unfortunately, incorporating the 21:50,000 gazetteer in this manner did not make significant inroads into the problem of resolving the entries with unknown feature type because the 21:50,000 gazetteer holds substantially fewer places/features than the 1:50,000 gazetteer. Therefore attention turned to the large scale OS products.

 3.4
 Ordnance Survey Land-Line Data 

The Ordnance Survey Land-Line product is a large scale mapping product and at a UK level contains millions of records. Not only does it contain the names of objects, together with feature type information, but it also holds the vector details of all the line objects.  The sheer volume of data re-enforces the caveat that the data loading process must be automated.

The first objective in using Land-Line was to improve the feature typing and the spatial co-ordinates of the data that had already been extracted from the 1:50,000 and 21:50,000 gazetteers. Initially we decided to work with just the text content of the landline data for Fife. As with the gazetteers, spatial co-ordinates in the Landline data refer to the location of the text on the map and not the location of the object to which the text refers. The problem is further exacerbated by the fact that objects which have names that are made up of more than one word will have each word included as a separate text string in a different spatial location. There is no fail safe method of joining these separate text strings to construct the complete place name, but we could not proceed until place names parts were joined together. Since, initially, we were not interested in extracting new objects from the Land-Line data, a method of removing superfluous entries had to be devised. 

It was recognised from the outset that it would be impossible to devise an algorithm which would remove only the unwanted entries and preserve only the relevant and that any strategy which we adopted would be imperfect but would at least be pragmatic. A multi-pass algorithm was deployed:

(i) A first pass through the data removed records which  could be ignored; for example records referring to benchmarks (‘BM’) were deleted. 

(ii) A second pass through the data joined together text strings in order that complete names could be formed. Text strings were joined to each other if they were within a defined distance of each other in a horizontal or vertical position and the font details were the same. The position of the place/feature was updated to the mid point between the text strings. 

(iii) A third pass through the data attempted to identify incomplete records and remove them. At this stage it was also possible to remove the unwanted records which we could not ignore when the text had not been joined. 

(iv) Finally the processed data were compared with the places which we had already extracted from the 1:50,000 and 21:50,000 gazetteers. If two places were considered to be the same the Land-Line data was used to update the spatial co-ordinates and the feature typing used in Land-Line was used if the objects existing feature typing was ‘unknown’.

4 
Data Processing

4.1 
Overview
The purpose of this aspect of the project was to concentrate on how aspects of the gazetteer database content could be ‘enhanced’ beyond that which had taken place during the data loading phase. The concentration of effort was on ‘cross-fertilising’ different OS products to provide more complete and accurate positional and typing information, specifically enhancing the 1:50,000 gazetteer with Meridian and Strategi data. Some of the issues identified have already been touched on previously but for the sake of clarity will be mentioned again. Given the large volumes of data involved a sample area (Fife) was chosen with which to test and refine the processes and methods that are described below which were subsequently applied nationally.

The biggest complication in associating the 1:50,000 gazetteer with features from other Ordnance Survey digital map products was the primacy of cartographic aesthetics associated with these products. In an ideal situation every geographic feature within the digital map data would have been assigned a name, that is to say the objects would have intelligence or self knowledge about their identity. Although not universally true, the OS map features tended to be ‘dumb’, in the sense that their identity in the form of a place/feature name was contained not in the object itself but as a separate layer of cartographic text.

 In a practical sense this meant that the first challenge which had to be overcome was in making sure that each of the footprints held within e.g. Meridian had a name associated with them before it was possible to tie these to the 1:50,000 gazetteer data. As outlined below, the degree to which this first step was required varied between classes, but it nonetheless required a substantial amount of effort. 

Before delving into the specific issues raised by the work, it is perhaps wise to outline a few of the more general issues which emerged during the course of the work. 

A sizeable challenge was the fact that there were inconsistencies in the naming conventions used between different OS products. This being true for both alternate names and dialects, that is the 1:50,000 gazetteer held both anglicised and Gaelic/welsh spellings of names, whilst Meridian held names only in their anglicised form. Abbreviations also posed an interesting challenge e.g. ‘plantation’ in Meridian, ‘plantn’ in the 1:50,000 gazetteer. 

A less predictable problem was identified as a quality control issue concerning the misspelling of names in one product (largely the 1:50,000 gazetteer). A much more serious problem however, was how the geometry was structured within the various OS datasets. One of the biggest problems was that although each feature was referenced with an object identification number (and a feature could represent either a length of a particular river or a polygon representing an urban area) these were unique and did not indicate compound features, i.e. related objects such as related segments forming a complete river. The classic case being  a urban area split into two polygons by a river, with each polygon being unaware of the existence of the other part across the river. That being said, it was a relatively simple matter to go through each object in turn and group them into associated features.

4.2 
Issues pertaining to specific feature types

Each of the feature types investigated over the course of the project are discussed in more detail below.

4.2.1 
Settlements

The 1:50,000 gazetteer feature types settlements into Cities, Towns and Other Settlements. Settlement footprints were created using the Developed Land Use Area (DLUA) feature class from Meridian 2, (itself sourced from Strategi at a source scale of 1:250,000). The DLUA class includes a mixture of cities, towns, villages and industrial, commercial and business parks and shows the outer limits and open spaces within the urban area limits.

Initially, all entries from the 1:50,000 gazetteer of featuretype C,T or O were assembled into a point theme within a GIS environment to conduct visual inspection and subsequent processing. The place name attribute was normalised to remove capitalisation, and any spaces, hyphens or apostrophes, a process which was subsequently repeated for the Meridian DLUA polygon dataset.

In the next step a program was written which took each gazetteer entry in turn and attempted to find the closest polygon with the same name within a threshold of 2000m. A distance of 0 representing a case where the point lay entirely within a polygon. When a suitable polygon had been located the id number of that polygon was added to a field within the gazetteer table allowing the point to be tied back to the polygon footprint. See Fig.1.
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 Because of the lack of consistency in names between the 1:50,000 gazetteer and Meridian (and in particular the holding of alternate names in English and Gaelic forms), the script included string matching during the selection of points and polygons with the same name. When completed, the  1:50,000 points  could be joined to the Meridian polygons giving the final result of a set of attributed footprints. These could then be split up by the inherited FeatType attribute associated during the join to give three sets of polygons for the gazetteer cities, towns and other settlements (which were then suitably mapped to the ADL FTT).

The results of carrying out this for a sample area
 (Fife region) were as follows:

235 1:50,000 gazetteer records were found for  Fife,

 121 of which were assigned a footprint of which:

0 cities

22 towns

99 other settlements

In summary, after  processing, footprints could be located for approximately half of the 1:50,000 gazetteer records. Where a footprint could not be found for a 1:50,000 gazetteer entry this was as a result of one the following scenarios. The 1:50,000 gazetteer settlement was simply too small to appear within the Meridian product. More likely, the points tended to fall within larger urban areas making up urban localities created from the process of urbanisation and the accretion of smaller settlements through urban growth. In this case these points could be considered to have a 'part of' relationship with the larger urban feature. As far as the OS are concerned the names assigned to the Meridian DLUA footprints are definitive. 

The implication therefore is that where we have a second place name, this is of lower order than the Meridian name. This situation, where we have over half of the settlement areas without a footprint, was unacceptable and so attention focussed on methods of how to subset the urban footprints into localities, otherwise the performing of spatial searches against the gazetteer using the geometry of neighbourhoods would not be possible. 

The key to achieving this was to retain the outline but split the interior of the polygon into a smaller collection of footprints. Initial experiments focussed on the use of boundary data from  UKBORDERS -  initially using civil parishes and then electoral wards, and creating a geometric intersection of the two. This proved less than successful, civil parishes being too coarse, with typically a single civil parish containing an entire urban footprint whilst using electoral wards gave only marginally better results. An alternative approach was to split the footprint up into smaller regions by creating a tessellation of Thiessen polygons around the 1:50,000 gazetteer locations within the settlement themselves. Early work has shown that this may prove to be a workable proxy, especially if the 1:50,000 gazetteer locations are  positionally improved by making use of textual information held in Land-Line.

4.2.2 
Lakes

Lake polygons were sourced from Strategi at a source scale of 1:250,000. Unlike the settlement areas, lakes in Strategi have the disadvantage that not all objects were assigned a place name, the degree of their naming being dependent on the degree of feature generalisation and other cartographic considerations. Thus the first task was to ensure the complete naming of all the lake objects. 

Lakes have the advantage that they are discrete objects - by its very nature a body of water which forms a lake does not (ignoring periods of overflow) have more than 1 feature within its extent. As a result we can be certain in making sure each lake polygon will have one name. To assign a name to the polygons which did not have names, use was made of the MasterMap/Land-Line text class. For each Lake area in turn Land-Line points were selected which lay inside the polygon and within a buffer distance around the edge of the lake. From this selection using rules based on the frequency of occurrence, text size and font type, it was possible to impute a name to the lake polygon. For quality control purposes this process was repeated for lakes which did have a name stored as part of their attributes by the OS. Once this had been completed the same procedures used in the settlement footprints was repeated so that for each 1:50,000 gazetteer location, the closest polygon with the same name was searched for.  
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The results for Fife were as follows:

13 1:50,000 gazetteer lochs/reservoirs were identified, of which:

10 had footprints (1:1 relationship), 

3 had no footprints nearby, (representing Lakes too small to be recorded on Strategi).

4.2.3 
Woodlands

Woodland footprints were also sourced from Meridian. Like the lakes described in the previous section, the woodland polygons have the same problem in that not all of them are named and thus the first task lay in ensuring that each polygon was assigned a name. This was additionally complicated however by a factor which did not apply to the lakes (although it can be viewed as a matter related to the urban localities mentioned previously), namely that many of the woodland polygons covered vast areas and as a result a single woodland polygon could conceivably represent several individual wood features which had simply merged over time. 

This was manifested in the fact that when the MasterMap/Land-Line cartographic text was searched in an effort to associate a name with the Meridian footprint, the situation often arose where a number of place name candidates were equally ranked. As a result it was necessary in these cases to assign multiple names to a single woodland polygon. It was then a matter of proceeding as for the urban footprints and for each 1:50,000 gazetteer entry, locating the closest polygon with the same name (or in this case where there was more than 1 name associated with a polygon, the closest polygon for which one of its names happened to be the same). It was therefore possible to determine which gazetteer entries had been assigned a footprint and which had not. 

Although in this case, rather than there being a uniform 1:1 relationship between the gazetteer entries and the Meridian polygons, there was instead, in some cases, multiple gazetteer points sharing the same footprint. In the cases where this occurred the pragmatic approach adopted was to split the area of the 'shared' woodland polygon equally among its constituent parts by creating Thiessen polygons around a single point representing each constituent part and then clipping these to the original woodland polygon. This single point being the result of calculating the spatial average of all cartographic text representing that particular part. A refinement of this procedure might be to weight the points with zones of influence based on a wood type hierarchy such that a forest carries more weight than a wood which in turn carries more weight than a plantation which in turn carries more weight than a copse.

The results of this process for Fife were as follows:

 Of the 54 gazetteer entries for Fife:

38 could be assigned a footprint representing a total of 28 polygons          in total.

The remainder seemed to be accounted for by woodland areas that were simply too small to show up on the 1:250,000 scale Strategi product.

4.2.4 
Hills

The creation of a spatial footprint for a hill represents probably one of the most challenging tasks and could well be a research project in itself! A large body of work already exists in the field of landscape morphology classification and the automation of this using Digital Terrain Models (DTM)and GIS. The process of turning raw DTM data into information about the morphology of the landscape involves the calculation of a number of parameters, the simplest of which are slope, aspect and profile and using these to deduce the underlying landscape patterns through the extraction of key features like watersheds. Methods for doing this range from basic calculations of water flow direction, through work on shape of country classifiers in which each grid square is allocated to one of 10 shape classes including a peak, pit or saddle point, to more advanced work  using contextual image segmentation and the use of Gaussian filters and Fourier analysis.

Within this pilot project work on the creation of hill footprints did not progress beyond the literature search stage, largely due to the overheads associated with developing a workable and implementable solution.

4.2.5 
Rivers

Rivers were also sourced from the Meridian product which  splits rivers into three sizes: small, medium and large rivers, with  two additional associated classes: dark links and hidden water. Dark links represent situations where a rivers tributaries enter and leave a lake feature, hidden water the situation where a river flows underground for a distance. 

The first challenge in creating river footprints originated from how the Ordnance Survey has chosen to define a ‘river’. The Ordnance Survey stores rivers within Meridian as single lines which run from the river source to the high water mark for that river where a point is identified where the river enters an estuary. From this point onwards the banks of the river are held separately as part of the coastline feature class. Whilst this is fine from a cartographic point of view this method of storing rivers is less useful within a feature based gazetteer since to all intents and purposes the estuarine part of the river (which may run several tens of kilometres inland, such as in the case of the River Thames) is not actually included. 

As a result, any buffers created using the river as a selection geometry (for extended spatial searching), would exclude all place names within distance of the estuarine part of the river. This was clearly unacceptable and so it was necessary to modify the Meridian rivers to include the estuarine part. This was achieved by structuring the Meridian coastline into a polygon coverage and creating the geometric inverse of it by unioning it with another polygon, a mask of the coastlines minimum bounding rectangle (MBR). The resulting polygon therefore yields the coastal waters within the MBR plus, crucially, the ‘tendrils’ snaking inland which represent the estuarine parts of rivers as well as the bays, inlets and dock features. 

Taking each river in turn, it was then possible to snap off this polygon at the location where the estuarine area met the sea proper to give a new estuarine area. The decision of where to draw the line between the estuary and the sea was an informed judgement based on reference to tidal information held in Land-Line in the form of the MHW and MLW marks and the contextual information held on the 1:50,000 OS raster product. This was carried out, first for all the rivers which terminated into the sea and then had to be repeated for all rivers which existed as tributaries of other rivers, in which case the decision was one of where the point of confluence was between the two channels. When completed the estuarine extensions were held as polygons (an alternative would have been to thread a centreline up the middle of the polygon but this would have complicated the problem of buffering since it is conceivable that a very small buffer distance would not fall outside the river channel) ready to be associated with the relevant river lines. 

As noted previously, not all features within Ordnance Survey map products are named. Although all of the medium and large rivers were named within Meridian 2, only a small proportion of the small rivers were named, and thus the first challenge lay in assigning names to the small rivers. This was achieved not through the use of the Meridian 2 text class which for reasons of generalisation and map clarity is rather selective in which rivers it chooses to name, but instead through the use of cartographic text held within MasterMap/Land-Line. 

Bearing in mind the above comments about the placement of this text in relation to the actual position of the object in the real world, this information seemed ideal for ensuring that all the rivers were named. This was achieved by taking each small river in turn and then buffering it to select all MasterMap/Land-Line cartographic text entries which lay within a distance of 100m. By filtering the resulting selection based on for example, the inclusion of keywords such as "river","stream","burn" or "water" and through a ranking based on frequency of occurrence and maximum text size used, it was possible for each river to be allocated a candidate name, which once gauged for veracity was then assigned to that river. For quality control purposes this was checked manually for a few test rivers before being applied to the whole dataset programmatically.

In order to ensure connectivity, the next step was to merge the river stems with the appropriate segments held in the Meridian dark link and hidden water classes. In addition, because in some circumstances the Ordnance Survey feature codes part of a river as medium and part as large, it was finally necessary to merge the medium and large river stems into a single theme. 

The final step was then to relate each river line (the stem) where appropriate to its associated estuarine extension – see Fig. 3.
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As a result of this process, for Fife it was possible to create:

0 large rivers (there being no large rivers in Fife!), 

3 medium rivers (of which one, the River Eden had an estuarine extension) and 

93 small rivers.

4.2.6 
Canals

There were no canals within the Fife test area. Despite this, examination of other locations showed that many of the issues applying to rivers also applied to canals. Like rivers, canals could be sourced from Meridian 2 and when combined with aqueducts and dark links/hidden water could provide a fully connected network. 

4.2.7 
Roads and Railways

Although not included in the 1:50,000 gazetteer, roads and railways never the less are important geographic features. Roads and railways for the gazetteer were both obtained from the Meridian 2 dataset. Within Meridian 2 itself, roads are sourced from OSCAR centre lines at a source scale of between 1:1250 and 10,000 and consist of a combination of A roads, B roads, minor roads and motorways with attributes consisting of DETR route numbers, street names or a combination of both. Railways and railway stations are sourced from Land-Line with the stations carrying a full place name.

For the roads, processing was simply a matter of dissolving the individual segments based on road number or name to create a complete road network. Although this could have been repeated for the railways as the data stands this would have made limited sense because of the fact that the resulting lines carry no information other than that they are a ‘railway’.

4.3 
Data Processing Conclusions
The proceeding sections have explored the issues encountered in trying to enhance digital gazetteer content by cross-referencing and supplementing a variety of OS digital map products. Effort concentrated on exploring the steps required in associating feature geometry’s from Meridian 2, supplemented with information from MasterMap/Land-Line to entries from the 1:50,000 gazetteer (one of the current gazetteers initial data seeds).

 Reference was made of the challenges involved in turning what are effectively cartographic display products into spatially intelligent datasets. Taking each of the feature types that were considered useful for incorporation in a digital gazetteer:

· It was shown that settlement footprints could be created fairly easily from readily made Developed Land Use Areas, although further work would be required in the definition of neighbourhood urban localities. 

· Lakes were relatively simple to assign footprints to although there was overheads related to the need to ensure that each was named by referring back to larger scale products. 

· Something which was also true for woodland areas, which were complicated by the effects of scale and the problems of demerging child features from their parents. 

· Although not examined in too much detail, procedures were outlined for the creation of footprints for hills, although it should be noted that this is a research topic in itself. 

· In respect to linear features, the creation of roads required almost no further processing, but the same could not be said of railways to which a degree of value adding would be required. 

· Rivers and canals represented a serious amount of effort to reengineer them for the purposes of the gazetteer.

5 
Conclusion

The purpose of this aspect of the geoXwalk project was to explore the potential utility and the issues surrounding the development of a ‘non-traditional’, spatially queryable digital gazetteer based on the Alexandria Digital Library’s Gazetteer Content Standard model populated from hybrid OS (and other) data products. 

Clearly a number of aspects for the development of such a remain significant:

1. Feature typing within OS products is variable and naming consistency is variable. However, it is possible to harmonise inter (and intra) product consistency for the purposes of mapping features to an agreed standard – specifically the ADLFTT. Pragmatic decisions also have to be made when mapping other non-OS datasets to the ADLFTT- this is largely a question of common sense but nevertheless may lead to 

2. Significant effort is required to populate an ADL type gazetteer if the typing and positional improvements to features that have been outlined in this report are to be generically applied. Again, this is achievable in practice and the geoXwalk demonstrator has developed the capabilities for, at least partially, automating the process of data loading and processing.

3. Given the large volumes of data and the complex procedures required to update,maintain and manage the data,  a fulltime data manager may be required in order to maintain the gazetteers currency and coverage should geoXwalk extend to full shared service mode.

4. The issues and challenges involved are non-trivial but pragmatic solutions have been sought which are workable.

5. A significantly enhanced gazetteer product has been produced which combines positional, feature typing and metadata enhancements which forms a baseline of near contemporary geographical features in Great Britain that can act as both a reference source for geographical queries (for interactive and geoparsing uses) as well as the basis for answering more complex spatial queries via open protocols. 

Appendix A

Prioritised list of sources for gazetteer data

Priority
Feature Type
Narrower Definitions

1
Administrative Areas
Administrative Districts



Regional Health Authorities



Health Board Areas



District Health Authorities



Police Force Areas



Basic Command Units



Primary Care Groups



Local Education Authorities



Health Authority Health Boards



Government Offices for the Regions



Travel To Work Areas



Training & Enterprise Councils/Local Enterprise Councils



NUTS Areas (1 - 5)

1
Postal Areas
Postcode Area



Postcode District



Postcode Sector



Postcode Unit

1
Census Areas
Census Counties



Census Districts



Census Wards/Pseudo Sectors



Census Enumeration Districts/Output Areas



Census Regions



Census Standard Regions



Census Sub-Districts



Civil Parishes



New Towns



Sample of Anonymised Records



Urban and Rural Areas

1
Electoral Areas
Unitary Authorities



Council Areas



Local Authority Districts and Unitary Authorities



Parlimentary Constituencies



European Constituencies



Electoral Wards



Electoral Districts



Regional Electoral Divisions



European Electoral Regions

1
Lakes
Loch



Pond

1
Rivers
Stream;Burn

1
Populated Places
Cities



Towns



Villages



Hamlets

1
Road Features
Motorways



Motorway Service Stations



Petrol Stations



Primary Routes (Dual/Single Carriageway/Narrow)



A Roads (Dual/Single Carriageway/Narrow)



B Roads (Dual/Single Carriageway/Narrow)

1
Railway Features
Standard Gauge



Narrow Gauge



Rapid Transit Line



Railway/Rapid Transit Station



Level Crossing

1
Forests
Woodland

2
Parks
National Parks



Country Parks

2
Drainage Basins
Catchment Boundaries



Hydrometric Area Boundaries

3
Military Areas
Royal Air Force Airfields



Ministry of Defence Installations



Naval Bases

3
Vistas
Viewpoints

3
Height Information
Contours



Spot Heights



DTM

3
Reserves
National Nature Reserves



Sites of Special Scientific Interest



Special Areas Of Conservation



Heritage Coasts



Areas of Outstanding Natural Beauty



Special Protection Areas



Ramsar Sites



Character Areas



RSPB Nature Reserves

3
Bays
Coves

3
Estuaries
River Mouth

3
Map Quadrangle Regions
Ordnance Survey National Grid

3
Agricultural Sites
Farm

3
Commercial Sites
Shopping Centres; Leisure Complexes;Office Complexes

3
Industrial Sites
Industrial Estates; 

3
Educational Facilities
Schools; Colleges & Universities

3
Medical Facilties
Hospitals

3
Religious Facilities
Churches; Mosques; Synagogues

3
Research Facilities
Science & Technology Parks

3
Cemeteries
Crematoria

3
Disposal Sites
Recyling Facilties

3
Harbours
Docks;Ports

3
Monuments/Castles
War Memorials; Castles;Roman Roads; Old Buildings; Cairns

3
Oil Fields
Gas Fields; Coal Fields

3
Windmills
Wind Powered Generator

3
Wetlands
Bog;Marsh

Appendix B

ADL Gazetteer Content Standard (version of 6/12/00)
In the following content standard description, an asterisk (*) indicates a required (mandatory) data element and the element name is in bold; otherwise, the data element is optional. When a required element is a part of a non-required compound element, the requirement applies only when that compound element is applicable. (R) indicates a repeatable data element; otherwise, the data element is not repeatable.

Labels for the data elements are enclosed in angle brackets < ....... >

Explanations of application are enclosed in square brackets [......... ]

Default values are enclosed in parentheses ( ....... )

Permitted values are enclosed in squiggly brackets { ........}

This standard permits contributions to one geographic feature description from multiple contributors. A particular gazetteer entry (i.e., one feature id and associated description) can be initially entered by one contributor and additional information can be added by others. All mandatory elements must be entered by the original contributor. For simplicity, all major sections of the Standard are structured with attribution elements for contributor and source, with the following exceptions. The Geographic Feature ID will be assigned to the entry by the system; Type of Geographic Feature and Other Classification Terms each have an identification of the schemes from which the terms are selected. A general Entry Note field is provided as a place to explain unusual circumstance.

 Major sections of the Standard:

         1. Geographic Feature ID

         2. Geographic Name

         3. Variant Geographic Name (R)

         4. Type of Geographic Feature (R)

         5. Other Classification Terms (R)

         6. Geographic Feature Code (R)

         7. Spatial Location (R)

         8. Street Address

         9. Related Feature (R)

        10. Description

        11. Geographic Feature Data (R)

        12. Link to Related Source of Information (R)

        13. Supplemental Note

        14. Metadata Information

            Source Information 

 Beginning of ADL Gazetteer Content Standard

   1. Geographic Feature ID * < feature_id >

   2. Geographic Name *

         1. Name * < primary_name > [the primary name for feature in a particular gazetteer application]

         2. Name Source < name_source >

         3. Etymology < etymology >

         4. Language < language_used > (default is English)

         5. Pronunciation < pronunciation >

         6. Transliteration Scheme Used < trans_schema >

         7. Character Set (default is ASCII) < character_set >

         8. Current / Historical Note * (default is Current)

         9. < is_current > {boolean} Beginning Date < beginning_date >

        10. Ending Date < ending_date >

        11. Time Period Note < time_period_note >

        12. Source Mnemonic  < source_mnemonic >

        13. Entry Date < entry_date >

   3. Variant Geographic Name (R)

         1. Variant Name * < feature_name >

         2. Name Source < name_source >

         3. Etymology < etymology >

         4. Language < language_used > (default is English)

         5. Pronunciation < pronunciation >

         6. Transliteration Scheme Used < trans_schema >

         7. Character Set (default is ASCII) < character_set >

         8. Current / Historical Note * (default is Current) < is_current >{boolean}

         9. Beginning Date < beginning_date >

        10. Ending Date < ending_date >

        11. Time Period Note < time_period_note >

        12. Source Mnemonic  < source_mnemonic >

        13. Entry Date < entry_date >

   4. Type of Geographic Feature *

         1. Feature Type Schema * < schema_name> [e.g., ADL Feature Type Thesaurus]

         2. Feature Type * (R) < type >

   5. Other Classification Terms (R)

         1. Classification Schema < classification_name >

         2. Classification Term (R) < term >

   6. Geographic Feature Code (R)

         1. Feature Code Schema * < code_schema >

         2. Feature Code * < code >

         3. Source Mnemonic  < source_mnemonic >

         4. Entry Date < entry_date >

   7. Spatial Location *

         1. Planetary Body * < planet_body > (default of Earth)

         2. Spatial Representation * (R)

               1. Bounding Box Spatial Geometry Representation *

                  < primary_bounding_box>

                     1. West Bounding Coordinate * < west_bounding_coor >

                     2. East Bounding Coordinate * <east_bounding_coor >

                     3. South Bounding Coordinate * < south_bounding_coor >

                     4. North Bounding Coordinate * < north_bounding_coor >

                     5. Current / Historical Note * (default is Current)

                     6. < is_current > {boolean} Beginning Date < beginning_date >

                     7. Ending Date < ending_date >

                     8. Time Period Note < time_period_note >

                     9. Measurement Date, Beginning Date

                    10. < measurement_begin_date> Measurement Date, Ending Date < measurement_end_date>

                    11. Method of Measurement < measurement_method >

                    12. Accuracy of Measurement < measurement_accuracy >

                    13. Source Mnemonic  <source_mnemonic>

                    14. Entry Date < entry_date >

               2. Detailed Spatial Geometry Representation (R) < g_points > [set of points; dependent on system capabilities and requirements; can represent set of non-contiguous areas]

                     1. Detailed Spatial Geometry Representation * <geometry_type>{point, bounding box, linear, complex object}

                     2. Number of Points * < num_points >

                     3. Points Order * < points_order >

                     4. (Longitude, Latitude) (R) * < long_lat_pairs >

                     5. Current / Historical Note * (default is Current)

                     6. < is_current > {boolean} Beginning Date < beginning_date >

                     7. Ending Date < ending_date >

                     8. Time Period Note < time_period_note >

                     9. Measurement Date, Beginning Date

                    10. < measurement_begin_date > Measurement Date, Ending Date < measurement _end_date >

                    11. Method of Measurement < measurement_method >

                    12. Accuracy of Measurement < measurement_accuracy >

                    13. Source Mnemonic  < source_mnemonic >

                    14. Entry Date < entry_date >

   8. Street Address (Physical Address)

         1. Address * < street_address >

         2. City * < city >

         3. State or Province * < state_province >

         4. Postal Code < postal_code >

         5. Country < country >

         6. Source Mnemonic  < source_mnemonic >

         7. Entry Date < entry_date >

   9. Related Feature (R)

         1. Type of Relationship * < relationship_type > {in-state-of, in-province-of, in-county-of, in-country-of, in-region-of, part-of, formerly-known-as}

         2. Geographic Name of Related Feature * < related_name >

         3. Related ADL Feature ID < related_feature_id >

         4. Current / Historical Note for Relationship *

         5. < is_current > Beginning Date of Relationship < begin_date_rel >

         6. Ending Date of Relationship < end_date_rel >

         7. Time Period Note < time_period_note >

         8. Source Mnemonic  < source_mnemonic >

         9. Entry Date < entry_date >

  10. Description

         1. Short Description * < short_description >

         2. Source Mnemonic  < source_mnemonic >

         3. Entry Date < entry_date >

  11. Geographic Feature Data (R)

         1. Type of Geographic Feature Data * < label_name >

         2. Geographic Feature Data Value* < data_value >

         3. Geographic Feature Data Value Unit of Measure *

         4. < measurement_unit > Explanatory Note < explantory_note >

         5. Beginning Date < beginning_date >

         6. Ending Date < ending_date >

         7. Time Period Note < time_period_note >

         8. Source Mnemonic  < source_mnemonic >

         9. Entry Date < entry_date >

  12. Link to Related Source of Information (R)

               1. Description of Linked Item * < link_description >

               2. URL * < link_url >

               3. Source Mnemonic  < source_mnemonic >

               4. Entry Date < entry_date >

  13. Supplemental Note

         1. Note * < note >

         2. Source Mnemonic  < source_mnemonic >

         3. Entry Date < entry_date >

  14. Metadata Information *

         1. Entry Note < entry_note>

         2. Entry Date *< entry_date >

         3. Modification Date * < mod_date >

Source Information * (R)

         1. Source Mnemonic * < source_mnemonic >

         2. Contributor Organization * < organization_name >

         3. Contributor Web Site

               1. Web Site Title *< web_site_title >

               2. URL *<web_site_url >

         4. Contact Person < contact_person >

         5. Email <email>

         6. Telephone Number <telephone>

         7. Contributor Address *

                     1. Address * < street_address >

                     2. City * < city >

                     3. State or Province * < state_province >

                     4. Postal Code * < postal_code >

                     5. Country * < country >

         8. Source Information * (R)

               1. Author Statement < author >

               2. Title * < title >

               3. Edition < edition >

               4. Series Name < series_name >

               5. Series Issue < series_issue >

               6. Publisher * < publisher >

               7. Publication Date * < publication_date >

               8. Publication Date Note < pub_date_note >

               9. Pages < pages >

              10. Source Identifier < source_identifier > [e.g., ISBN]

              11. Source_URL < source_url >

Appendix C

List of datasets loaded for the geoXwalk demonstrator database (as of July 2003)

Data sourced from EDINA UKBORDERS service

National Parks - England & Wales
National Nature Reserves - Scotland
Council Areas - Scotland
Civil Parishes - England, Wales & Scotland
Police Force Areas - England, Wales & Scotland
European Parlimentary Constituencies - England, Wales & Scotland
Parlimentary Constituencies - England, Wales & Scotland
Electoral Wards, England - Wales & Scotland
District Health Authorities/Health Board Areas- England, Wales & Scotland
Postcode Areas - England, Wales & Scotland
Postcode Districts - all of Scotland & Hampshire
Postcode Sectors - all of Scotland & Hampshire
Postcode Units - all of Scotland & Hampshire,Northumberland,Durham & Cumbria 
Local Education Authorities - England, Wales & Scotland
Counties - England, Wales & Scotland
Districts - England, Wales & Scotland

OS Sourced Datasets


OS Meridian medium & large river lines with polygonal extensions - England, Wales & Scotland
OS Meridian canal lines - England, Wales & Scotland
OS Meridian cities, towns and other settlements polygons - England, Wales & Scotland
OS Meridian surface water bodies (lakes/lochs & reservoirs) - England, Wales & Scotland

OS 1:50,000 and 1:21:50,000 gazetteers – GB coverage

Appendix D

List of featuretypes loaded for the geoXwalk demonstrator database (as of July 2003)

Agricultural Sites

Archaeological Sites

Arches (Natural Formation)

Buildings

Caves

Census Counties

Census Districts

Channels

Cities

Correctional Facilities

District Administrative areas

Educational Facilities

European Parliamentary Constituencies

Forests/Woodlands

Fortifications

Historical Sites

Hydrographic Features

Industrial Sites

Landmarks

Medical Facilities

Military Areas

Mountains

Museum Buildings

National Parks

Parish Administrative areas

Police Administrative areas

Populated Places

Postal Areas

Postal Units

Public Houses

Recreational Facilities

Reference Locations

Regional Health

Religious Facilities

Research Areas

Research Facilities

Reserves

Reservoirs

Rivers

Roman Sites

School Districts

Sports Facilities

Springs (Hydrographic)

Towers

Towns

Trails

Village Or Hamlet

Ward

Waterfalls

Westminster

Woods

Zoos

Fig. 2 Name imputation for lakes/lochs by cross referencing Meridian and OS 1:50,000 Gazetteer products.





Fig. 1 Gazetteer enhancement by multi-product referencing.





Fig. 3 The river estuary issue caused by cross product inconsistencies – rivers sourced from the Meridian product required estuarine extensions in order to reach the coast which in turn was necessary in order for sensible query results (without this, queries of the type: ‘ return settlements along the river Tyne’ would fail to return gateshead and Newcastle!








� Geographic Information Systems Vol 1, p393-394 Wiley 1991 isbn 0471-33132-5


� Fife was used for initial testing as the gazetteer database was test loaded for this area. Note that the arguments made here are applicable nationally and subsequent population of the database has been facilitated by the experimentation with data for Fife.
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